CSE 5401 Dr. Brendan Juba

HW 7
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Problem 1: Johnson-Lindenstrauss for k-means clustering

In this problem we analyze a common algorithmic application of the Johnson-Lindenstrauss lemma.

Consider the k-means clustering problem. Given points X1, .., %, € R?, the goal is to partition
the points into & disjoint sets (clusters) Cq,...,Ck so as to minimize the cost:
k
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where p; = ﬁ > jec; Xj 1s the mean of the points in cluster C;. In other words, we want to find
k clusters that have as little internal variance as possible.

Part A. An Alternative Formulation of the k-means Cost

Prove that: i
1
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Part B. Preservation of the Cost Function under Dimensionality Reduc-
tion

Suppose we embed X1, ...,x, into O(logn/c?) dimensional vectors Xi,...,%, using the Johnson-
Lindenstrauss construction from class. Recall that, with high probability, the Johnson-Lindenstrauss
lemma ensures that:

(1= e)llx; = %kl < IR = %ell3 < (1+€)llx; — %13,
for all j, k. Leverage this fact and part (a) to show that, for all clusterings simultaneously:
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with high probability.



Part C. Guarantee for the Approximation Algorithm

Suppose we find a set of clusters C1, ..., Cj such that:

Cost(fcl,...,in,él,...,Ck) S7-Cost(icl,...7>~cn,(~7f,...,(~§’,:),

where C‘f, ceey C‘Z is the optimal partition for xy,...,X,—i.e., we find a y-approximation to the
optimal clustering for the dimensionally reduced points. Show that, for ¢ < %,

Cost(x1,...,%Xn, C1,...,Cr) < (1 +0(€))y - Cost(x1,...,%,,CF,...,C}),

where C7,...,C} is the optimal partition for xi,...,x,.

In other words, we can compute an approximate clustering for our (possibly high dimensional)
original points using just the dimensionality reduced data. This approach will succeed in solving
k-means clustering using log Zz < d dimensions.

Problem 2: Minimum Distortion ¢/, Embedding via SDP

The goal of this problem is to demonstrate how semidefinite programming (SDP) can be used to
find a “minimum-distortion embedding of an arbitrary finite metric space into Euclidean space
(£3).” (We explain what this means below.)

Let V' be an arbitrary set of n points with pairwise distances d(u,v) > 0 that are symmetric
(d(u,v) = d(v,u)), obey the triangle inequality (for w, v, and w, d(u,v) < d(u,w) + d(v,w)),
and satisfy d(u,v) = 0 iff w = v. An embedding is a map f : V — RF for some k. We are
interested in embeddings where the distance between points u,v € V is given by the Euclidean
norm || f(u) — f(v)||2 (we refer to this as an “embedding into £3”).

The distortion of the embedding f is the smallest number C' > 1 for which there exists a
scaling factor a > 0 such that for all distinct u,v € V:

a-d(u,v) < |[f(u) = f(v)ll2 < a-C-d(u,v)

By scaling the entire embedding, we can set the minimum squared distance || f(u) — f(v)||3 over all
pairs to be at least d(u,v)?. This allows us to simplify the condition to finding an embedding that
minimizes C' subject to:

d(u,v)* < [|f(u) = f)I5 < C-d(u,v)* Vu,veV
You will formulate an algorithm to find a set of vectors {f(v) € R™ : v € V'} attaining this minimum
C.
Part A. Embedding and the Gram Matrix

The vectors {f(u)}uev in the target space R* can be described by their Gram matrix G, which
is an n x n matrix defined by the inner products Gy, = f(u) - f(v).

1. Show that the squared Euclidean distance || f(u)— f(v)||3 can be expressed as a linear function
of the entries of the Gram matrix G.

2. What is the necessary and sufficient condition on the matrix G for it to be a valid Gram
matrix of some set of vectors? (You do not need to prove this, just state the condition).



Part B. The Feasibility Problem as an SDP

Instead of finding the vectors attaining the minimum distortion C directly, consider the following
decision problem: Given a fixed value C’ > 1, can we determine if there exists an /5 embedding
with distortion at most C’?

Formulate this decision problem as a semidefinite program feasibility problem. Clearly
define the variables of your program and state the constraints. Your constraints should be in terms
of the variable matrix G and the given distortion C’.

Part C. Algorithm for Finding Minimum Distortion Embedding

Using your SDP formulation from Part (b) as a subroutine, describe a complete algorithm to find a
set of vectors {f(v) € R" : v € V'} attaining the minimum possible distortion, Cyp;, for embedding
the metric space (V,d) into ¢3. Your algorithm should be able to find vectors attaining Cop to
within an arbitrary precision € > 0. Justify why your algorithm is correct.



