CSE 513T Theory of Artificial Intelligence & Machine Learning March 19, 2015

Homework 4
Instructor: Brendan Juba Due: April 2, 2015

Reminder: You may work in groups of three. Be sure to properly cite any sources you use.

1. Efficient algorithms for bounded-width RES. In lecture, we saw an efficient algorithm
for searching for space-bounded treelike resolution refutations. This is not the only family of
proofs for which proof search is efficient. A width-w resolution proof is one in which every
line of the proof is a clause of at most w literals. In this exercise, you will show that for fixed
w, there is an efficient algorithm for searching for width-w refutations. Crucially, we do not
assume that these proofs are treelike.

(a) More precisely, show that there is an algorithm that, on input a CNF ¢, runs in time
nP®) and decides whether or not there is a width-w refutation of ¢. (Hint: use
dynamic programming)

(b) Show that such an algorithm solves 2SAT (i.e., decides whether or not an input 2CNF has
a satisfying assignment) in polynomial time. You will want to use the fact that resolution

is complete for refutation of CNF formulas, i.e., there is a resolution refutation of every
unsatisfiable CNF.

2. Closure under restrictions. In this exercise, we’ll establish the key property that the
families of resolution proofs we search for are closed under restrictions. It will be helpful to
use a variant of resolution in which there is a second rule of inference called weakening: given
any clause ¢1V- - -V/{y, the weakening rule allows us to infer the clause ¢1V- - -V Vel V---VE,
for any set of literals £;.1,..., ¢, we wish. Notice, any satisfying assignment to the original
clause also satisfies the derived clause, so weakening is a sound inference rule.

(a) Show that weakening does not add power to clause space s treelike resolution: that is, if
there is a clause space s treelike resolution refutation of a CNF ¢ that uses the weakening
rule, then there is also a clause space s treelike resolution refutation of ¢ that does not
use weakening.

(b) Now use part 2a to show that if there is a clause space s treelike resolution refutation
of a CNF ¢, then for any partial assignment p, there is also a clause space s treelike
resolution refutation of ¢[, (that does not use the weakening rule).

(¢) Similarly, show that if there is a width-w refutation of a CNF ¢, then for any partial
assignment p, there is also a width-w refutation of ¢|, (that does not use the weakening
rule).

3. Off-policy learning. A fundamental limitation of the PAC framework as we’ve studied it so
far is that it only guarantees accurate predictions with respect to the same distribution that
generated the data used for learning. This is a problem if we want to use what we learn to
guide a choice of sequential decisions in an interactive environment, as our decisions can skew
the data that the environment produces. In this problem, we’ll see a technique for correcting
this skewing of the data.



(a) Suppose that each of our partial examples p() ... p(™) drawn from M (D) is given
along with a weight w(? = Q(z®)/D(z(®) (for some other probability distribution Q).
Suppose further that for some W > 0, every w® < W. Now, consider the following
modified algorithm for reasoning with partial examples: instead incrementing a running
count S of the number of times ¢| () has a refutation, we instead add w® to S (and

divide the final result by m as before) to obtain €. Show that, given % ln% examples
from M (D), with probability 1 — ¢,
i. ¢is (1 —€—y)-valid (i.e., € > Prypeqlp(z) = 0] — ) and
ii. if there is a (1 — € — 7)-testable CNF ¢ with respect to M (Q) for which i A ¢ has
a clause space s treelike resolution refutation, then € < e.

For this problem, you will need a more general form of the Hoeffding bound than
appeared in the textbook, for bounded (not necessarily Bernoulli) random variables.
Precisely, given independent random variables X1,...,X,, each taking values in [0, 1],
for p = E[L 37" X;] and every v € (0,1), Pr[L Y7 X; > p+19] < e~2m" and
PrL S0 Xy < p—q] < e

(b) Now, suppose that there is a set of “actions” A, and that foreachaw € Aandt =1,...,T,
there is an attribute a;, indicating whether or not we chose action a at the (discrete)
time step t in an example. That is, we think of the examples as recording episodes of
interaction with some environment: x; is a vector of attributes (called fluents) recording
the state of the environment along with the action chosen at time ¢. We assume that
given (only) a state of the environment at time ¢ in x; and choice of action « for time t+1,
the environment produces a fixed distribution over the non-action attributes of x;y1 for
time t+ 1. That is, the environment is Markovian given the actions. Suppose that 7 and
7 are two policies, that given a history of observations of the environment attributes and
actions up to time ¢, choose an action ayy1 € A (i.e., set asq1,q,,, = 1, and a1, =0

for o/ # at+1) Now, ?uppose we set the weight of example z(*) = (Xgl), ey ()) to
Pr[ ‘ . . . .
HtT 01 Pz ::zﬁ)l:zh) ’xﬁz)} for examples generated while acting using the policy w. Show
O x
() . PrTr environment [X(Z) x(l)}
that for each example x'\"), the weights are equal to Ol 5)} and hence as

(
T'r envlronment[xl yees Xep

long as they are bounded, we can use the technique of part 3a to estlmate the probability
of events under the policy 7 using data we collect under the policy .

4. Well-founded semantics vs. stable models. The stable model semantics for negation-as-
failure is that given a KB of formulas for chaining with rules featuring “naf’d literals” (not /)
in their bodies, use an assignment of every not ¢ to a Boolean value b, € {0,1} such that
when we replace each not £ with by, then

i. If not £ is assigned 1, then there is no chaining proof of £ from this modified KB and
ii. If not £ is assigned 0, then there s a chaining proof of £ from this modified KB.

We say that this assignment of Boolean values to naf’d literals is a stable model.

Unlike the well-founded semantics, this assignment of Boolean values to naf’d literals does not
always exist, and when it does exist, is not always unique. Show that the partial assignment
of literals to Boolean values given by the well-founded semantics for such a KB is always
consistent with any stable model for the KB.



