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INTRODUCTION 
 
The TACO processor was designed and implemented as a coursework requirement for Computer 
Systems Architecture I (CSE 560M).  The project specification states the following requirements: 

• Implement a subset of the MIPS Instruction Set Architecture 
• Processor Pipeline should have 5 stages 
• Processor should have hardware support for 2 thread contexts 

 
In addition to the above requirements, our group decided to include the following performance goals as 
part of the processor design in order to increase processor throughput in dual-threaded execution. 

• Hiding the clock cycles taken to resolve branch instructions. 
• Minimize stalls due to data hazards and instruction cache misses by effective thread switching. 
• Minimize stalls due to data hazards by implementing pipeline data forwarding. 

 
34 instructions from the MIPS Instruction Set Architecture (ISA) and 2 new instructions were used to 
define the ISA of the TACO processor.  These instructions offer the user a powerful combination of 
register-register ALU, register-immediate ALU, Load, Store and Branch. 
 
The TACO processor pipeline is based off of the 5-stage implementation used in the MIPS processor as 
described in Computer Architecture: A Quantitative Approach by Hennesy and Patterson, however, 
changes were made to increase processor performance.  In particular, the IF and ID stages were split 
into two symmetrical elements, with each IF-ID element pair assigned specifically to one of the two 
possible thread contexts.  The EX, MEM and WB stages exist as single elements and may contain 
instructions from any thread context (Figure 2).  This organization of stages allows the processor to 
effectively achieve the three performance goals specified above.   
 
The next chapter in the document contains a summary of the decisions taken when designing the TACO 
processor along with the reasoning behind each design choice.  Thereafter, the design is analyzed in a 
theoretical framework, giving us an early indication of the behavior of the CPU.  The VHDL 
implementation is then initially explained, following which we present a discussion on the methods 
used for testing and debugging of the processor.  Finally, we verify our design via a set of experiments 
and provide the associated performance analyses. 
 
For the benefit of the interested reader, Appendices A, B and C include the source code of the test 
programs, the annotated wave forms generated when executing each test program, and the VHDL 
source code for the TACO processor and its test benches, respectively. 
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PROCESSOR DESIGN 

BASIC PROCESSOR ELEMENTS 
Instruction Set 
 
The TACO processor implements 34 instructions from the MIPS ISA and 2 new instructions.  The 
following instructions were included to give the application programmer a semi-CISC ISA, thereby 
allowing them to write compact code, without incurring a performance penalty. 
 
All memory is strictly word accessible and supports the following addressing modes: 

• Register 
• Immediate 
• Displacement  
• PC-relative (for instruction memory) 

 
Displacement is used only for load and store instructions and it is done by adding immediate offset 
value to one of the registers. A base register is not used in the TACO processor. 
 
Following is a description of the instructions implemented by the TACO processor. 
 
ALU Instructions 

Instruction  Op  Description 
add   $d $s $t 000001  $d = $s + $t 
sub   $d $s $t 000010  $d = $s - $t  
mult  $s $t  000011  lo = $s × $t (31 to 0);hi = $s × $t (63 to 32) 
div   $s $t  000100  lo = $s / $t;   hi = $s MOD $t  
and   $d $s $t 000101  $d = $s AND $t 
or    $d $s $t 000110  $d = $s OR $t 
nor   $d $s $t 000111  $d = $s NOR $t 
not   $d $s  001000  $d = NOT($s) 
xor   $d $s $t 001001  $d = $s XOR $t 
slv   $d $s $t 001010  $d = $s << $t 
srlv  $d $s $t 001011  $d = $s >> $t (Fill with 0’s) 
srav  $d $s $t 001100  $d = $s >> $t (Fill with the sign of $s) 
mfhi  $d  001101  $d = hi 
mflo  $d  001110  $d = lo 
lui   $d i  010010  $d = $d OR (i << 16) 
si    $d i  010011  MEM[$d] = i   
sw    $d $s i   010100  MEM[$s + i] = $d 
lw    $d $s i   011101  $d = MEM[$s + i] 
addi  $d $s i   010001  $d = $s + i 
andi  $d $s i   010101  $d = $s AND i 
ori   $d $s i   010110  $d = $s OR i 
nori  $d $s i   010111  $d = $s NOR i 
xori  $d $s i   011001  $d = $s XOR i 
sli   $d $s i  011010  $d = $s << i 
srli  $d $s i   011011  $d = $s >> i (Fill with 0’s) 
srai  $d $s i   011100  $d = $s >> i (Fill with the sign of $s) 

 
Branch Instructions  

Instruction  Op  Description 
beq   $d $s t   110000  IF ($d = $s) THEN pc = pc + t 
bne   $d $s t  110001  IF ($d ≠ $s) THEN pc = pc + t 
bgez  $s t  110010  IF ($s ≥ 0)  THEN pc = pc + t 
bgtz  $s t  110011  IF ($s > 0)  THEN pc = pc + t 
blez  $s t  110100  IF ($s ≤ 0)  THEN pc = pc + t 
bltz  $s t  110101  IF ($s < 0)  THEN pc = pc + t 
j     t  101111  pc = pc + t 
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Misc Instructions (Immediate) 
Instruction  Op Description 
sthr  0   111000 Start the other thread context 
ethr  0   111001  End the current thread context 
noop  0   000000  no operation 
 
 

 

Instruction Encoding 
 
• It was determined that 32 bits were adequate to represent a complete instruction. 
• 6 bits were reserved for the Opcode to represent 36 unique instructions. 
• 5 bits were reserved for the Rs, Rt and Rd parameters to address the 32 registers. 
• The 5th  bit in the Opcode was reserved for Branch and Misc instructions. 
• The 4th bit in the Opcode was reserved for instructions with a 16 bit immediate value. 
• We utilize 3 different instruction types for instruction encoding, which are described in Error! 

Reference source not found.. 
 
 

 
Figure 1: Instruction formats used in the TACO processor  
a) Register-Register b) Register-Immediate c) Immediate 

 
 
ALU Instructions (Register-Register) 
 Instruction    Encoding 

add   $d $s $t   000001dddddsssssttttt00000000000  
sub   $d $s $t   000010dddddsssssttttt00000000000  
mult  $s $t    00001100000sssssttttt00000000000  
div   $s $t    00010000000sssssttttt00000000000  
and   $d $s $t   000101dddddsssssttttt00000000000 
or    $d $s $t   000110dddddsssssttttt00000000000 
nor   $d $s $t   000111dddddsssssttttt00000000000 
not   $d $s    001000dddddsssss0000000000000000   
xor   $d $s $t   001001dddddsssssttttt00000000000 
slv   $d $s $t   001010dddddsssssttttt00000000000 
srlv  $d $s $t   001011dddddsssssttttt00000000000 
srav  $d $s $t   001100dddddsssssttttt00000000000 
mfhi  $d    001101ddddd000000000000000000000 
mflo  $d    001110ddddd000000000000000000000 

 

Opcode (6) Immediate (26) 
Optional 

c) 

Opcode (6) Rd (5) 
optional 

Rs (5) 
optional 

Immediate (16) 

b) 

Opcode (6) Rd (5) 
optional 

Rs (5) 
optional 

Rt (5) 
optional 

Unused (11) 

a) 
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ALU Instructions (Register-Immediate) 
 Instruction    Encoding 

lui   $d i    010010ddddd00000iiiiiiiiiiiiiiii  
si    $d i    010011ddddd00000iiiiiiiiiiiiiiii   
sw    $d $s i    010100dddddsssssiiiiiiiiiiiiiiii 
lw    $d $s i    011101dddddsssssiiiiiiiiiiiiiiii 
addi  $d $s i    010001dddddsssssiiiiiiiiiiiiiiii 
andi  $d $s i    010101dddddsssssiiiiiiiiiiiiiiii 
ori   $d $s i    010110dddddsssssiiiiiiiiiiiiiiii 
nori  $d $s i    010111dddddsssssiiiiiiiiiiiiiiii 
xori  $d $s i    011001dddddsssssiiiiiiiiiiiiiiii 
sli   $d $s i    011010dddddsssssiiiiiiiiiiiiiiii 
srli  $d $s i    011011dddddsssssiiiiiiiiiiiiiiii 
srai  $d $s i    011100dddddsssssiiiiiiiiiiiiiiii 

 
Branch Instructions (Register-Immediate) 
 Instruction    Encoding 

beq   $d $s t    110000dddddssssstttttttttttttttt 
bne   $d $s t    110001dddddssssstttttttttttttttt 
bgez  $s t    11001000000ssssstttttttttttttttt 
bgtz  $s t    11001100000ssssstttttttttttttttt 
blez  $s t    11010000000ssssstttttttttttttttt 
bltz  $s t    11010100000ssssstttttttttttttttt 

 
Branch Instruction (Immediate) 
 Instruction    Encoding 

j     t    101111tttttttttttttttttttttttttt 
 
Misc Instructions (Immediate)  
 Instruction    Encoding 

sthr  0    11100000000000000000000000000000 
ethr  0    11100100000000000000000000000000 
noop  0    00000000000000000000000000000000 

 
 
 
 

Special Registers  
 
The TACO processor internally implements the following registers: 
• General Purpose Registers 

TACO has two separate register files, one for each thread context.  Each register file contains 
thirty-two 32-bit registers, which are addressable from the ISA via a 5 bit register address.  
Register R0 is reserved in both register files and is tied to 0. 

• HI and LO Registers 
Each thread has its own HI and LO registers which automatically stores the result of mult and 
div instructions.  These registers can be accessed only using the mfhi and mflo instructions in 
the appropriate thread context. 

• Pipeline Register Files 
Five pipeline register files are used which are used to synchronize the inputs to the pipeline 
stages.  Only the Program Counters stored in the Pre-IF pipeline register file is accessible from 
the ISA (using Branch instructions).  The content of each pipeline register file is further 
detailed in Figure 3. The names of these registers are: 
o Pre-IF 
o IF-ID 
o ID-EX 
o EX-MEM 
o MEM-WB 
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Branch Supplantment 
 
Current approaches to minimize the branch cycle cost have mostly focused on reducing pipeline flushes 
by using branch prediction.  However the problem with this type of method is that it incurs a relatively 
large penalty in the case of a mis-predicted branch.  
 
During the design stage of this processor, we made the observation that, because our selected 
branches may be resolved entirely in the ID stage, the branch instructions themselves need not 
propagate to the EX stage.   This provides an opportunity for the processor to forward a different 
instruction into the EX stage should one be ready, essentially replacing the branch in the pipeline.  To 
implement this improvement in TACO, we first replicated the IF and ID stages and reserved each 
instance for a specific thread context (Figure 2).  In single threaded mode only one of the IF-ID stage 
pairs would be active, essentially resulting in the standard 5-stage MIPS implementation.  However, 
when the processor operates in dual-threaded mode the two IF-ID pairs may operate in parallel, 
fetching instructions from memory simultaneously.  The control logic would be responsible for deciding 
which thread’s instructions would progress from the ID stage to the EX.  In the case that a branch 
should reach the ID stage of one of the threads, we may in parallel resolve that branch and also 
propagate the waiting instruction in the other ID context to the EX stage, replacing the branch.  We 
observe that in ideal conditions taking this approach can eliminate all stalls due to control hazards. 
 

 
 

Figure 2: Pipeline Stage Organization 
 
In addition, this pipeline design also provides us with a mechanism for mitigating instruction cache 
misses by allowing us to switch thread contexts at no cost anytime the IF or ID stage of the pipeline 
should stall. 
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Figure 3: Pipeline Schematic of the TACO processor.  

(Data forwarding paths have been omitted to preserve clarity) 
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PROCESSOR PIPELINE CONTROL HAZARDS 
 

Hazards 
There are several different hazards that are handled by the control logic.  These include five possible 
data hazards, and a control hazard. 

 
Data Hazards in Single Threaded Mode 
 
In single threaded mode, the TACO processor can be affected by five different types of Read after 
Write (RAW) hazards.  All of these hazards are avoided by forwarding data and stalling the pipeline for 
the appropriate number of cycles.  These hazards and the stalls incurred are described in Table 1. 
 

Instruction Type at t Instruction Type at t+1 Hazard Resolution 
ALU Operation ALU Operation No Stalls due to Forwarding 
ALU Operation Branch Operation 1 Stall in the ID Stage 
Memory Operation Memory Operation 1 Stall in the EX Stage 
Memory Operation ALU Operation 1 Stall in the EX Stage 
Memory Operation Branch Operation 2 Stalls in the ID Stage 

Table 1: Data Hazards and the resolution for Single-Threaded Mode 
 
As the pipeline is structured such that the values are always read from the registers before they are 
written, there are no Write after Read (WAR) hazards. 
 
Since the pipeline always commits to the registers in the Write-Back stage, there are no Write after 
Write (WAW) hazards. 
 
Data Hazards in Dual Threaded Mode 
 
Although the data hazards mentioned above remain in dual-threaded mode, usually the stall penalty 
associated with the hazard may be avoided by detecting the hazard and performing a context switch, 
allowing the other thread to proceed. 
 
 
Control Hazards 
 
A control hazard is present whenever a branch instruction enters the pipeline.  In the case of the 
branch being taken, a delay is required for the Instruction Fetch stage to populate itself with the new 
instruction.  The TACO processor assumes that this hazard is resolved by the compiler in the form of a 
branch delay slot. 
 
In TACO, duplicate circuitry is present in the IF and ID stages to attempt to eliminate all pipeline stalls 
due to control hazards.  These hazards are avoided by switching thread contexts on every occurrence 
of a branch instruction with potential performance benefits.  Since the instruction for the other thread 
is generally sitting and waiting in the decode stage, the processor can switch context and let the other 
thread continue on to the Execute stage.  Meanwhile, the target of the original thread is computed and 
the resulting instruction fetched to await the next context switch.  Under this scenario with this 
implementation, not only does the pipeline not need to be stalled during a branch, but the one-cycle 
slot of time in the pipeline normally required is completely avoided.  Furthermore, should the branch 
delay slot be filled with a no-op instruction, that no-op may be discarded and the branch target 
instruction advanced to the ID stage. 
 
While this architecture provides benefits in many situations, difficulty arises should branches from both 
thread contexts reach the ID stage at the same clock cycle.  When this happens, the targets of the 
branch instructions have not been computed and their resulting instructions have not been loaded from 
memory.  A pipeline stall is then required for the instructions to be fetched. 
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If only one thread is available to the processor, then context switching cannot be done, and the 
processor relies on the branch delay slot while the target instruction is computed, fetched, and 
decoded, resulting in 1 cycle to execute the branch and 1 cycle as the branch delay slot. 
 

Data Forwarding 
 
Data forwarding is implemented in the TACO processor to minimize the stalls from data hazards.  
Figure 4 shows the data forwarding paths where data from the EX and MEM stages have been forwarded 
to the ID, EX and MEM stages. 
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Figure 4: Data forwarding paths 

 
 
The control logic associated with the data forwarding is based on destination register and opcode 
comparisons on each rising clock edge.  The conditions are described in Table 2. 
 

Source 
Location 

Source 
Opcode 

Forwarded 
result 

destination 

Destination 
Opcode 

Comparison 

MEM/WB.MEM Load IF/ID.FWD0 Branch MEM/WB.IR[rd] = IF/ID.IR[rs] 
MEM/WB.MEM Load IF/ID.FWD1 Branch MEM/WB.IR[rd] = IF/ID.IR[rt] 
MEM/WB.RES Reg-Reg ALU, 

Reg-IMM ALU 
IF/ID.FWD0 Branch MEM/WB.IR[rd] = IF/ID.IR[rs] 

MEM/WB.RES Reg-Reg ALU, 
Reg-IMM ALU 

IF/ID.FWD1 Branch MEM/WB.IR[rd] = IF/ID.IR[rt] 

MEM/WB.MEM Load ID/EX.OP0 Reg-Reg ALU, 
Reg-Imm ALU, 
Load, Store 

MEM/WB.IR[rd] = ID/EX.IR[rs] 

MEM/WB.MEM Load ID/EX.OP1 Reg-Reg ALU, 
Load, Store 

MEM/WB.IR[rd] = ID/EX.IR[rt] 

MEM/WB.RES Reg-Reg ALU, 
Reg-IMM ALU 

ID/EX.OP0 Reg-Reg ALU, 
Reg-Imm ALU, 
Load, Store 

MEM/WB.IR[rd] = ID/EX.IR[rs] 

MEM/WB.RES Reg-Reg ALU, 
Reg-IMM ALU 

ID/EX.OP1 Reg-Reg ALU, 
Load, Store 

MEM/WB.IR[rd] = ID/EX.IR[rt] 

EX/MEM.RES Reg-Reg ALU, 
Reg-IMM ALU 

IF/ID.FWD0 Branch EX/MEM.ID[rd] = IF/ID.IR[rs] 

EX/MEM.RES Reg-Reg ALU, 
Reg-IMM ALU 

IF/ID.FWD1 Branch EX/MEM.ID[rd] = IF/ID.IR[rt] 

EX/MEM.RES Reg-Reg ALU, 
Reg-IMM ALU 

ID/EX.OP0 Reg-Reg ALU, 
Reg-Imm ALU, 
Load, Store 

EX/MEM.ID[rd] = ID/EX.IR[rs] 

EX/MEM.RES Reg-Reg ALU, 
Reg-IMM ALU 

ID/EX.OP1 Reg-Reg ALU, 
Load, Store 

EX/MEM.ID[rd] = ID/EX.IR[rt] 

MEM/WB.MEM Load EX/MEM.RES Store-Immediate MEM/WB.ID[rd] = EX/MEM[rs] 
MEM/WB.RES Reg-Reg ALU, 

Reg-IMM ALU 
EX/MEM.RES Store-Immediate MEM/WB.ID[rd] = EX/MEM[rs] 

WB.RES Reg-Reg ALU 
Reg-IMM ALU 
Load 

EX/MEM.RES Store-Immediate WB.ID[rd] = EX/MEM[rs] 

Table 2: Data forwarding conditions, source and destination pipeline locations. 
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Pipeline stage events 
 
The IF and ID stages are duplicated for two threads that can run parallel. Registers IF/ID.THRn (n=0 or 
1) enable advancement of these stages. 
 
 
Instruction Fetch Stage (IF) 
 
IF/ID.IRn <-  
 (if(IF/ID.THRn == 1) { 
  (if (IF/ID.IRn[opcode] in Branch_Opcodes) {NOOP} else {Mem[PCn]}) 
 } else {IF/ID.IRn}); 
  
IF/ID.PCn, PCn <-  
 (if(IF/ID.THRn == 1) { 
  (if (IF/ID.IRn[opcode] in Branch_Opcodes) { 
   (if (BranchTakenn == 1)  
    {IF/ID.PCn + IF/ID.IRn[immediate]} else {PCn}) 
  } else {PCn + 1}} 
 } else {PCn}); 
 
IF/ID.THRn <- 
 (if (Mem[PCn] is a cache miss)  { 
  0 

} else {(if (ID/EX.THR == 0) { 
   (if (IF/ID.IRn[opcode] in Branch_Opcodes)) {0} else {1} 
  } else {(if (IF/ID.IRn[opcode] == NOOP) {1} else {0}})}); 
 
This stage has two copies for both threads and they can advance in parallel if certain conditions are 
met. If the IF/ID.THRn register for the thread is 0 then this stage is not advanced for that thread. 
Otherwise, it is advanced as follows:  
• If IF/ID.IRn is a branch instruction, then IF/ID.IRn is set to NOOP.  
• If IF/ID.IRn is not a branch instruction, then the instruction for IF/ID.IRn is fetched from the 

instruction cache using the current PCn and PCn is incremented by one.  
Using this technique if the thread is set to advance (IF/ID.THRn), it will advance. 
 
 
Instruction Decode Stage (ID) 

 
ID/EX.0COD <- IF/ID.IR0[opcode]; 
ID/EX.1COD <- IF/ID.IR1[opcode]; 
ID/EX.0DST <- (if (IF/ID.IR0[opcode] == lw) {IF/ID.IR0[rs]} else {IF/ID.IR0[rd]}); 
ID/EX.1DST <- (if (IF/ID.IR1[opcode] == lw) {IF/ID.IR1[rs]} else {IF/ID.IR1[rd]}); 
ID/EX.0OP0 <- Regs[IF/ID.IR0[rs]]; 
ID/EX.1OP0 <- Regs[IF/ID.IR1[rs]]; 
ID/EX.0OP1 <- Regs[IF/ID.IR0[rt]]; 
ID/EX.1OP1 <- Regs[IF/ID.IR1[rt]]; 
ID/EX.0IMM <- sign-extend(IF/ID.IR0[immediate]); 
ID/EX.1IMM <- sign-extend(IF/ID.IR1[immediate]); 
BranchTaken <-  

(if (IF/ID.IRn[opcode] in Branch_Opcodes) { 
 (if (branch condition is satisfied) {1}  

else {0}) 
} else {0}); 
 

This stage also has two copies for both threads. Regardless of IF/ID.THRn, this stage always executes in 
parallel using the values in IF/ID pipeline registers. The outputs of this stage that reside in ID/EX, 
however, are used or not depending on the ID/EX.THR register.  
The RS and RT components of the pipeline registers (IF/ID.IR 0 and IF/ID.IR 1) for normal instructions 
and the RS and RD components for branch and store instructions are sent to the register file and the 
retrieved values are stored in the pipeline registers (ID/EX.OP0 0, ID/EX.OP0 1, ID/EX.OP1 0 and 
ID/EX.OP1 1). 
The immediate component of the pipeline registers (IF/ID.IR 0 and IF/ID.IR 1) are sign-extended to 32 
bits and are stored in the pipeline registers (ID/EX.IMM 0 and ID/EX.IMM 1) 
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The opcode component of the pipeline registers (IF/ID.IR 0 and IF/ID.IR 1) are stored in the pipeline 
registers (ID/EX.COD 0, ID/EX.COD 1). 
The RD component of the pipeline registers (IF/ID.IR 0 and IF/ID.IR 1) are stored in the pipeline 
registers (ID/EX.DST 0, ID/EX.DST 1) 
If PCn results in an instruction cache miss, IF/ID.THRn is set to 0 and if ID/EX.THR = n, then ID/EX.THR 
is set to not n. 
 
Execution / Effective Address Stage (EX) 
 
EX/MEM.THR <- ID/EX.THR; 
EX/MEM.DST <-  (if (ID/EX.THR == 0) {ID/EX.0DST} else {ID/EX.1DST}); 
EX/MEM.COD <- (if (ID/EX.THR == 0) {ID/EX.0COD} else {ID/EX.1COD}); 
EX/MEM.VAL <-  (if (ID/EX.THR == 0) {ID/EX.0OP0} else {ID/EX.1OP0});  
EX/MEM.IR <-  (if (ID/EX.THR == 0) {ID/EX.0IR}  else {ID/EX.1IR});  
EX/MEM.RES <- 
 (if (ID/EX.THR == 0) { 
  (if (ID/EX.0COD == mfhi) {HI0}  

else {(if (ID/EX.0COD == mflo) {LO0}  
else {(if (ID/EX.0COD in Register-Register Ops) { 

ID/EX.0OP0 op ID/EX.0OP1 
} else {ID/EX.0OP0 op ID/EX.0IMM});}) }) 

 } else {(if (ID/EX.1COD == mfhi) {HI1}  
else {(if (ID/EX.1COD == mflo) {LO1}  

else {(if (ID/EX.1COD in Register-Register Ops) {    
   ID/EX.1OP0 op ID/EX.1OP1 

} else {ID/EX.1OP0 op ID/EX.1IMM});})})}); 
 
The value from the ID/EX.THR pipeline register is used as a control signal in deciding whether to select 
between the parameters for thread 0 and thread 1 for the OP0, OP1, DST and COD pipeline registers.   
The selected values for DST and COD are stored in the EX/MEM.DST and EX/MEM.COD pipeline registers. 
The selected value for OP0 and the selected value from OP1 and IMM are sent to the ALU which 
performs the arithmetic / logical or memory address calculation based on the value of the ID/EX COD 
pipeline register.  The result of the ALU operation is stored either in the HI, LO (for MULT or DIV) or 
EX/MEM.RES pipeline register. 

 
 
Memory Access Stage (MEM) 
 
MEM/WB.THR <- EX/MEM.THR; 
MEM/WB.DST <- EX/MEM.DST; 
MEM/WB.COD <- EX/MEM.COD; 
MEM/WB.MEM <- (if (EX/MEM.COD == lw) {Mem[EX/MEM.RES]} else {MEM/WB.MEM}); 
MEM/WB.RES <- EX/MEM.RES; 
MEM/WB.IR <- EX/MEM.IR; 
 
 
If EX/MEM.COD is a LOAD instruction, the EX/MEM.RES is used to address the contents of the data 
memory, and the result is stored in the MEM/WB.MEM pipeline register. 
If EX/MEM.COD is a STORE instruction, the value of the EX/MEM.VAL is stored in the data memory at 
the address specified by the EX/MEM.RES pipeline register. 
For all other instructions, the value of the EX/MEM.RES pipeline register is forwarded to the 
MEM/WB.RES pipeline register. 
EX/MEM.DST and EX/MEM.COD are stored in the MEM/WB.DST and MEM/WB.COD pipeline registers. 
 
 
Write back Stage (WB) 
 
Reg[MEM/WB.DST] <- (if (EX/MEM.COD == lw) {MEM/WB.MEM} Else {MEM/WB.RES}); 
 
The value of the MEM/WB.RES or the value of the MEM/WB.MEM pipeline register is written to the 
register specified by MEM/WB.DST in the register file specified by MEM/WB.THR. 
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Multithreading control 
 
The processor is capable of operating in both single and dual threaded modes.  However, the processor 
has been optimized to have high performance benefits when operating in dual threaded mode.  This 
performance boost is achieved by masking the stalls due to cache misses and data hazards by 
opportunistically switching thread contexts.   
 
The reset pin sets the processor into the single threaded mode and initializes PC0 to address 00000000h 
and PC1 to address 00000100h. If the user wants to store his application at a different memory location 
addr he will have to have the following instruction stored at memory location 00000000h for thread 1 
and 00000100h for thread 2. 
 j addr  ; Jumps to memory location addr 
 
Switching between single and dual threaded execution mode is achieved using the sthr (Start Thread) 
and the ethr (End Thread) instructions.  Figure 5 uses a state transition diagram to explain this 
behavior. 

Thread 0 Active

Thread 1 Active

Dual Threaded ModeProcessor Stopped

when: ID/EX.COD0 = STHR

when: ID/EX.COD0 = ETHR

when: ID/EX.COD1 = STHR

when: ID/EX.COD1 = ETHR

when: ID/EX.COD1 = ETHR

when: ID/EX.COD0 = ETHR

Reset 

Reset 

Reset 

Reset 

 
Figure 5: State Transitions for threading modes 

 
A fine-grained context switching mechanism was introduced to maximize performance.  As the IF and 
ID stages are duplicated, both threads can execute simultaneously up to the ID stage provided that 
there are no stalls due to cache misses or data hazards. 
 
Deciding what thread to assign to the EX stage is based on the pseudo-code described in Figure 6 
 

If EX_Stalled 
 Do not change active thread 
Else If dual threaded execution mode 
 Ready(0) = (not(EX_Stalled) OR EX_Thr ≠ 0)  and (not(MEM_Stalled) or MEM_Thr ≠ 0) and 
      not(Hazards_Exist(ID0, EX) and not not(Hazards_Exist(ID0, MEM) and 
      ID_COD0 is an ALU or MEM instruction 
 
 Ready(1) = (not(EX_Stalled) OR EX_Thr ≠ 1)  and (not(MEM_Stalled) or MEM_Thr ≠ 1) and 
      not(Hazards_Exist(ID1, EX) and not not(Hazards_Exist(ID1, MEM) and 
      ID_COD1 is an ALU or MEM instruction 
 
If not Ready(current_thread) and Ready(other_thread) 
 current_thread = other_thread; 

Figure 6: Pseudocode for the Multithreading Logic 
 
 
Please note that the Branch, Sthr and Ethr instructions never proceed beyond the ID stage.  They are in 
most cases compacted in dual threaded execution mode, and are replaced with noops in single 
threaded execution mode. 
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Pipeline Control 
 
The architecture of the processor is designed such that each individual pipeline stage operates using 
combinational logic, while the control logic operates on the rising clock edge and the register files, and 
memory operate on the falling clock edge. 
 
The pipeline control is implemented in three main steps (Pseudo-code in Figure 7) 
1. Filling the pipeline registers 

The outputs from each of the pipeline stages are stored in the pipeline registers which are 
implemented using VHDL variables.  As these pipeline registers are not VHDL modules, but rather 
virtual registers located within the control unit, associating these with the results from the stages 
even during the presence of stalls does not result in the corruption of the pipeline. 

 
2. Stalls, Forwarding and Multithreading control 

This resolves stalls and forwarding requirements starting from the end of the pipeline.  First, the 
MEM stage is analyzed to see whether there are any data cache misses, if so, the MEM stage is 
stalled.   
Thereafter, data forwarding options from the MEM and EX stages to the ID, EX and MEM stages are 
analyzed and if necessary the appropriate pipeline registers are set with the forwarded data 
values.  In the case of a data hazard which can not be resolved using data forwarding, the ID or EX 
stage is set to be stalled. 
Thereafter the stall state of the ID, EX and MEM stages as well as the availability of instructions at 
the ID stage is used to determine which thread should be scheduled to be executed in the EX stage. 
Finally, the ID and IF stages are stalled if there is a miss in the instruction cache or if the other 
thread has control of the EX stage while the ID contains ALU or MEM operations. 

 
3. Setting the inputs of the stages  

In the above step if a pipeline stage stalled, then that would be represented as an enable but for 
that pipeline register.  If this enable bit has not been set, then the pipeline register values are 
written into the inputs of the pipeline stage ahead of it.  If the bit has not been set, then the 
pipeline register values are ignored as the inputs to the earlier stage has not changed (Therefore, 
the output must be the same). 

  

Instantiate the processor stages 
If Reset is high 
 Initialize PC0 to 00000000h and PC1 to 00000100h and all other registers to 0 
 Set Thread 0 as active, and Thread 1 as inactive. 
Else if Clock edge is rising 

Pre_IF Pipeline Register Values = Next PCs from ID stage 
IF/ID Pipeline Register Values = Output of the IF stage 
ID/EX Pipeline Register Values = Output of the ID stage 
EX/MEM Pipeline Register Values = Output of the EX stage 
MEM/WB Pipeline Register Values = Output of the MEM stage 
 
If Data Cache Miss, then MEM_Stalled, EX_Stalled 
Perform Data Forwarding. 
If hazard in EX stage, then EX_Stalled 
If hazard in ID stage, then ID_Stalled 
Performing Multithreading Control  
If Instruction Cache Miss, then IF_Stalled, ID_Stalled 
 
If <Stage>_stalled, then 
 <Stage> not Enabled 
 If(<Stage> = EX or <Stage> = MEM), then <Stage>+1.COD = NOOP 
 
If Pre_IF Enabled IF Stage Input = Pre_IF Pipeline Register Values 
If IF/ID Enabled ID Stage Input = IF/ID Pipeline Register Values 
If ID/EX Enabled EX Stage Input = ID/EX Pipeline Register Values 
If EX/MEM Enabled MEM Stage Input = EX/MEM Pipeline Register Values 
If MEM/WB Enabled WB Stage Input = MEM/WB Pipeline Register Values 

Figure 7: Pseudocode for the pipeline control 
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DESIGN ANALYSIS 
 

Ideal CPI for SPECInt 
 
Single threaded mode: 

• Assume no stalls due to data hazards. 
• Assume all branch delay slots are filled. 
• Assume no instruction or data cache misses. 

 
Under these conditions the CPU executes every instruction in 5 clock cycles. 
 
Ideal CPI = no of cycles per instruction / no of pipeline stages 
Ideal CPI = 5 / 5 
Ideal CPI = 1 

 
Dual threaded mode: 

• Assume no stalls due to data hazards. 
• Assume all branch delay slots are filled. 
• Assume no instruction or data cache misses. 
• Assume the CPU always has a ALU or Memory operation available on the other thread when the 

active thread receives a compactable instruction (noop, branch, sthr, ethr) 
 

Under these conditions the CPU takes 5 clock cycles for every instruction, but takes 0 clock cycles 
for the branch instructions as they are compacted. 
 
Ideal CPI = ((1 - (compactable instruction ratio)) × 5)/ no of pipeline stages 
Ideal CPI = ((1 - (jump instruction ratio + conditional branch ratio)) × 5)/ no of pipeline stages 
Ideal CPI = (1 – (0.01 + 0.12) × 5)/5 
Ideal CPI = 0.87 

 

Design analysis of the Stats program 
 

1  addi R11 R0 400 
2  addi R3  R11 31 
3  addi R6  R0  31 
4  addi R8  R0  0  
5  lw   R1  R3  0 
6  lw   R2  R3  0 
7  addi R4  R6  0 
8  addi R5  R6  0 
9 loop: lw   R7  R3  0 

STALL 
10  sub  R31 R1  R7 
     STALL 
11  bgez R31 small 
12  add  R8  R8  R7 
13  addi  R1  R7  0 
14  addi  R4  R6  0 

15  small: sub  R31 R7  R2 
     STALL 
16  bgez R31 end 
17  noop 
18  addi  R2  R7  0 
19  addi  R5  R6  0 
20 end: addi R3  R3  -1 
21  addi R6  R6  -1 
     STALL 
22  bgez R6  loop 
23  noop 
24  addi R31 R0  32   
25  div  R8  R31 
26  mflo R9 
27  mfhi R10 
28  ethr 

 
 
Single threaded mode: 

• Assume branch at instruction 11, will be taken 50% of the time 
• Assume branch at instruction 16, will be taken 50% of the time 
• Assume no memory misses 
 
Branch at instruction 22 is taken 32 times 
13 Instructions are outside of the loop.  These instructions take 13 cycles to complete 
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Branch 11 taken Branch 16 Taken No of Instructions No of Cycles Probability 
False  False 15 19 0.25 
True False 13 17 0.25 
False True 13 17 0.25 
True True 11 15 0.25 

 
 Total instruction count  = Outside loop instructions + inside loop instructions × loop iterations 
     = 13 + (15 × 0.25 + 2 × 13 × 0.25 + 11 × 0.25) × 32 
     = 429 
 Total cycles needed  = Outside loop cycles + inside loop cycles × loop iterations 
     = 13 + (19 × 0.25 + 2 × 17 × 0.25 + 15 × 0.25) × 32 
     = 557 
 Ideal CPI   = Total Cycles needed / Total instruction count 
     = 557 / 429 
     = 1.298 
 
Dual threaded mode: 

• Assume branch at instruction 11, will be taken 50% of the time 
• Assume branch at instruction 16, will be taken 50% of the time 
• Assume no memory misses. 
• Assume all branch, noop and ethr instructions can be compacted with the scheduling. 
• Assume all stalls due to data hazards are avoided by thread switching. 
 
Loop is taken 32 times 
13 Instructions are outside of the loop.  These instructions take 12 cycles to complete 
 
Branch 11 taken Branch 16 Taken No of Instructions No of Cycles Probability 
False False 15 10 0.25 
True False 13 8 0.25 
False True 13 8 0.25 
True True 11 6 0.25 

 
 Total instruction count  = 429 (Same as single threaded mode) 
 Total cycles needed  = Outside loop cycles + inside loop cycles × loop iterations 
     = 12 + (10 × 0.25 + 2 × 8 × 0.25 + 6 × 0.25) × 32 
     = 268 
 Ideal CPI   = Total Cycles needed / Total instruction count 
     = 268 / 429 
     = 0.6247 
 
Memory Accesses: 
 Data Memory accesses outside of the loop  = 2 loads,  0 stores 
 Data Memory accesses within the loop = 1 load , 0 stores  
 Total Loads = Outer accesses + Loop accesses × Loop iterations 
  = 2 + 1 × 32  
  = 34 
 Load ratio = Total Loads / Instruction count 
  = 34 / 429 
  = 7.9 %  
 Store ratio = 0 % 
 Data Memory access ratio = Load ratio + Store ratio 
  = 7.9% 
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Summary: 
 Instruction Count    : 429 
 Ideal CPI in single threaded mode  : 1.298 
 Ideal CPI in dual threaded mode  : 0.6247 
 Load ratio     : 7.9 %   (SPECInt =  28%) 
 Store ratio     : 0%  (SPECInt =  10%) 
 Total Data Memory accesses  : 7.9 %   (SPECInt =  38%) 
 

Design analysis of the Sort program 
 

1  addi R11 R0 400 
2  addi R1 R11 0   
3  addi R5 R0 0   
4  loop1: add  R8 R11 R5   
5  lw   R1 R8 0   
6  addi R6 R5 1   
7 loop2: add  R9 R11 R6   
8  lw   R2 R9 0   
    STALL 
9  sub  R3 R1 R2   
    STALL 
10  blez R3 end   
11  noop 
12  sw   R1 R9 0   
13  sw   R2 R8 0 
14  addi R1 R2 0   
15 end: addi R6 R6 1 
16  addi R31 R6 -31 
    STALL 
17  blez R31 loop2   
18  noop 
19  addi R5 R5 1 
20  addi R12 R5 -30 
    STALL 
21  blez R12 loop1   
22  noop 
23  lw R10 R0 400 
24  lw R10 R0 401 
25  lw R10 R0 402 
26  lw R10 R0 403 

27  lw R10 R0 404 
28  lw R10 R0 405 
29  lw R10 R0 406 
30  lw R10 R0 407 
31  lw R10 R0 408 
32  lw R10 R0 409 
33  lw R10 R0 410 
34  lw R10 R0 411 
35  lw R10 R0 412 
36  lw R10 R0 413 
37  lw R10 R0 414 
38  lw R10 R0 415 
39  lw R10 R0 416 
40  lw R10 R0 417 
41  lw R10 R0 418 
42  lw R10 R0 419 
43  lw R10 R0 420 
44  lw R10 R0 421 
45  lw R10 R0 422 
46  lw R10 R0 423 
47  lw R10 R0 424 
48  lw R10 R0 425 
49  lw R10 R0 426 
50  lw R10 R0 427 
51  lw R10 R0 428 
52  lw R10 R0 429 
53  lw R10 R0 430 
54  lw R10 R0 431 
55  ethr 

 
Single threaded mode: 

• Assume branch at instruction 10, will be taken 50% of the time 
• Assume no memory misses 

 
 Loop 1 is taken 30 times 
 Loop 2 is taken 31 × (31 + 1) / 2 times = 496 times 
 36 instructions are outside of the loops.  These instructions take 36 cycles to complete. 
 7 instructions are used for loop 1.  These instructions take 8 cycles to complete 
 Loop 2: 

Branch 11 taken No of Instructions No of Cycles Probability 
False 12 15 0.5 
True 9 12 0.5 

 
 Total Instruction Count  = Outside loop instructions + Loop 1 instructions × Loop 1 iterations + 
      Loop 2 instructions × Loop 2 iterations 
     = 36 + 7 × 31 + 0.5 × (12 + 9) × 496  
     = 5461 
 Total Cycles Needed = Outside loop cycles + Loop 1 cycles × Loop 1 iterations + 
      Loop 2 cycles × Loop 2 iterations 
     = 36 + 8 × 31 + 0.5 × (15 + 12) × 496  
     = 6980 
 Ideal CPI   = Total Cycles Needed / Total Instruction Count 
     = 6980 / 5461  
     = 1.27815 
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Dual threaded mode: 
• Assume branch at instruction 10, will be taken 50% of the time 
• Assume no memory misses 
• Assume all branch, noop and ethr instructions can be compacted with the scheduling. 
• Assume all stalls due to data hazards are avoided by thread switching. 

 
 Loop 1 is taken 30 times 
 Loop 2 is taken 31 × (31 + 1) / 2 times = 496 times 
 36 instructions are outside of the loops.  These instructions take 35 cycles to complete. 
 7 instructions are used for loop 1.  These instructions take 5 cycles to complete 
 

Branch 11 taken No of Instructions No of Cycles Probability 
False 12 8 0.5 
True 9 5 0.5 

 
 Total Instruction Count  = 5461 (Same as single threaded mode) 
 Total Cycles Needed = Outside loop cycles + Loop 1 cycles × Loop 1 iterations + 
      Loop 2 cycles × Loop 2 iterations 
     = 35 + 5 × 31 + 0.5 × (8 + 5) × 496   
     = 3414 
 Ideal CPI   = Total Cycles Needed / Total Instruction Count 
     = 3414 / 5461 
     = 0.62516 
Memory Accesses: 
 Data Memory accesses outside of the loop 1 = 32 loads,  0 stores 
 Data Memory accesses within the loop 1 = 1 loads,  0 stores 
 Data Memory accesses within the loop 2 = 1 load,  2 stores 
 Total Loads = Outer accesses + Loop 1 accesses × Loop 1 iterations 
        + Loop 2 accesses × Loop 2 iterations 
  = 32 + 1 × 31 + 1 × 496 
  = 559 
 Load ratio = Total Loads/ Instruction count 
  = 559 / 5461 
  = 10.2362 % 

Total Stores = (0.5 * 2) × 496 
 = 496 
Store ratio = 496 / 5461 
 = 9.0826 % 

 Data Memory access ratio = Load ratio + Store ratio 
  = 10.2362 + 9.0826 
  = 19.3188 % 
 
Summary: 
 Instruction Count    : 5461 
 Ideal CPI in single threaded mode  : 1.27815 
 Ideal CPI in dual threaded mode  : 0.62516 
 Load ratio     : 10.2362 % (SPECInt =  28%) 
 Store ratio     : 9.0826 % (SPECInt =  10%) 
 Total Data Memory accesses  : 19.3188 % (SPECInt =  38%) 
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Execution time estimates 
 
 Stall Cycles = Pipeline stalls + Stalls on I-Cache misses + Stalls on D-Cache misses 
   = (Pipeline stall rate × Pipeline stall latency) 

   (I-Cache access ratio × I-Cache Miss rate × I-Cache penalty) + 
      (D-Cache access ratio × D-Cache Miss rate × D-Cache penalty) 
 

Execution time = Cycle time × No of Cycles 
  = Cycle time × (Ideal CPI × Instruction Count + Stall cycles) 

   = Cycle time × (Ideal CPI × Instruction Count +   
    (Pipeline stall rate × Pipeline stall latency) 

(I-Cache access ratio × I-Cache Miss rate × I-Cache penalty) + 
    (D-Cache access ratio × D-Cache Miss rate × D-Cache penalty)) 
 
For both the following programs the ideal CPI has been calculated with the pipeline stalls taken into 
account.  Therefore the pipeline stall element in the execution time can be set to 0 in single thread 
mode. 
 
Stats 
 Execution Time for Single thread mode  = 20 × (1.298 × 429 +  

(1× I-Cache Miss rate × I-Cache penalty) +  
(0.079 × D-Cache Miss rate × D-Cache penalty))ns 

 
 Execution time for Dual thread mode = 20 × (0.6247 × 429 +  
         (Pipeline stall rate × Pipeline stall latency) 

(1× I-Cache Miss rate × I-Cache penalty) +  
(0.079 × D-Cache Miss rate × D-Cache penalty))ns 

 
Sort 
 Execution Time for Single thread mode  = 20 × (1.278 × 5461 +  

(1× I-Cache Miss rate × I-Cache penalty) +  
(0.1023 × D-Cache Miss rate × D-Cache penalty))ns 

 
 
 Execution time for Dual thread mode = 20 × (0.625 × 5461+  
         (Pipeline stall rate × Pipeline stall latency) 

(1× I-Cache Miss rate × I-Cache penalty) +  
(0.1023 × D-Cache Miss rate × D-Cache penalty))ns 

 

Processor throughput 
 
 Processor Throughput  = 1/ (Ideal CPI × Instruction Count + Stall cycles) 
    = 1 / (Ideal CPI × Instruction Count + 

         (Pipeline stall rate × Pipeline stall latency) 
         (I-Cache access ratio × I-Cache Miss rate × I-Cache penalty) + 

               (D-Cache access ratio × D-Cache Miss rate × D-Cache penalty)) 
 

Single thread throughput  = 1 / (Instruction Count + 
         (Pipeline stall rate × Pipeline stall latency) 
         (I-Cache access ratio × I-Cache Miss rate × I-Cache penalty) + 

              (D-Cache access ratio × D-Cache Miss rate × D-Cache penalty)) 
 
Dual thread throughput  = 1 / (0.625 × Instruction Count + 

         (Pipeline stall rate × Pipeline stall latency) 
         (I-Cache access ratio × I-Cache Miss rate × I-Cache penalty) + 

              (D-Cache access ratio × D-Cache Miss rate × D-Cache penalty)) 
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Stage Execution Time Balance 
 
 

Stage Longest Path Logic Gate Depth 
IF 4 ns 1 
ID 4 ns 3 
EX 15 ns 4 
MEM 4 ns 1 
WB 2 ns 2 

 
Table 3: Estimated longest pipeline path and Logic gate depth 

 
The calculations in Table 3 were made assuming that all components in the Pipeline stages as displayed 
in Figure 3 qualify as one logic gate depth. 
 
 

Processor MIPS rate 
 

• Assume that Sort represents an typical program that executes in our processor 
• Assume unhidden pipeline stalls rate of 0.1 and stall penalty of 1.1 
• Assume unhidden an I-Cache miss rate of 0.2, and a miss penalty of 5 cycles 
• Assume a D-Cache miss rate of 0.1, and a miss penalty of 5 cycles 
• Assume clock cycle time is the longest path in the above section (15 ns) 

 
 MIPS Rate   = Instruction Count / (Execution Time × 10-6) 
 MIPS Rate (Single Threaded) = 5461 / (15 × 10-9 ×  (1.278 × 5461 +  

(1× I-Cache Miss rate × I-Cache penalty) +  
(0.1023 × D-Cache Miss rate × D-Cache penalty))×10-6) 

     = 5461 / (15 × 10-9 × (1.278 × 5461 +  
(1× 0.2 × 5) +  
(0.1023 × 0.1 × 5)) × 106) 

     = 52.157 
 
  
 MIPS Rate (Dual Threaded) = 5461 / (15 × 10-9 ×  (0.625 × 5461 +  
         (Pipeline stall rate × Pipeline stall latency) 

(1× I-Cache Miss rate × I-Cache penalty) +  
(0.1023 × D-Cache Miss rate × D-Cache penalty))×10-6) 

     = 5461 / (15 × 10-9 × (0.62516 × 5461 +  
         (0.1 × 1.1) + 

(1× 0.2 × 5) +  
(0.1023 × 0.1 × 5)) × 106) 

     = 106.603 
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VHDL IMPLEMENTATION 
 

CPU (Test_Bench_Taco)

Memory_Wrapper

CPU_Control_Unit

Register_File

Reg_32
(32 copies)

Reg_4
(4 copies)

Instruction_Decode_Unit
(2 copies)

Branch_Unit

Branch_Address_Adder

Sign_Extender

Instruction_Fetch_Unit

Instruction_Per_Thread_Unit
(2 copies)

Execution_Unit

Arithmetic_Logic_Unit

Memory_Unit Write_Back_Unit

Symmetrical_Clock ISA

BLOCK Ram
(coregen)
(2 copies)

 
Figure 8: Block Diagram of the VHDL Implementation Components1

 
Package ISA 

The ISA package contains constant declarations for the binary values of each instruction in the 
TACO instruction set.  In addition it contains helper functions to perform the following 5 tasks: 
• Is_Branch_Instruction – Returns true if the instruction passed in is a branch instruction, 

false otherwise 
• Get_Input_0_Register – Given the instruction register, returns the register number of the 

first input operand (if applicable). 
• Get_Input_1_Register – Given the instruction register, returns the register number of the 

second input operand (if applicable). 
• Get_Output_Register – Given the instruction register, returns the register number of the 

destination register (if applicable). 
• Get_Output_Stage – Given the instruction register, returns the stage at which the 

instruction will have its results ready. 
• Get_Input_Stage – Given the instruction register, returns the stage by which it requires the 

data to be present. 
 
Entity CPU_Control_Unit        

The sequential CPU_Control_Unit implements the control logic functionality described in the 
section: “Processor Pipeline Control Hazards”.  As mentioned, it obtains the outputs from each 
stage, determines stalls, forwarding requirements, and thread allocation and gives the outputs 
to each subsequent stage.  

 
 

                                                 
1 The source code for these modules can be found in “
Appendix C: VHDL Source Code” 
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Entity Instruction_Fetch_Unit  
The combinational Instruction_Fetch_Unit forms the IF stage of the pipeline.  It takes in the 
program counter and requests the data value from memory and returns the instruction register.  
In the case of a memory miss, the Instruction_Fetch_Unit sets the ready flag to false, advising 
the CPU_Control_Unit to stall the pipeline.   
 
This unit is made using two instances of the Instruction_Fetch_Per_Thread_Unit entity which 
performs the above-mentioned tasks on a single thread context. 
 

Entity Instruction_Decode_Unit  
The combinational Instruction_Decode_Unit forms half of the ID stage of the pipeline.  In the 
case of ALU and Memory operations it takes in the Instruction Register and returns the contents 
of the rs and rt operands.  In the case of Branch instructions it returns whether the branch was 
taken, and if taken what the destination address should be. 
 
This unit makes use of the Branch_Unit entity which in the case of a Branch instruction takes 
in the values of the registers (or the forwarded values) and makes a decision as to whether the 
branch should be taken. 
 
The Branch_Address_Adder entity is used to determine the destination address of a branch 
instruction if the result of the Branch_Unit was to take the branch. 
 
The Sign_Extender entity is used in the Instruction_Decode_Unit to extend a 16-bit immediate 
value present in the instruction register into a 32 bit number.  
 
In addition, the Instruction_Decode_Unit uses a ready signal to let the CPU_Control_Unit know 
whether it is currently holding an instruction which needs to be passed into the EX stage. 

 
Entity Execution_Unit 

The combinational Execution_Unit forms the EX stage of the pipeline.  It obtains the outputs 
from both instances of the Instruction_Decode_Unit as well as the thread number determined 
by the CPU_Control_Unit to decide what operands need to be passed into the 
Arithmetic_Logic_Unit entity.  The Arithmetic_Logic_Unit takes in these operands and uses 
the opcode to decide which operation to perform on it. 
 

Entity Memory_Unit 
The combinational Memory_Unit forms the MEM stage of the pipeline.  It sets the memory 
address calculated in the Execution_Unit to the Memory_Wrapper entity and returns the data 
value in the case of a load instruction or writes the data value in the case of a store 
instruction.  In the case of a data cache miss, it signals the CPU_Control_Unit so that it can 
stall the other stages of the pipeline. 

 
Entity Write_Back_Unit 

The combinational Write_Back_Unit forms the WB stage of the pipeline.  It receives the inputs 
generated in the earlier stages and commits the values into the appropriate register file. 
  

Entity Register_File  
The sequential Register_File forms a register file for one thread context of the TACO processor.  
It contains two read ports and one write port.  The register file is made up of 32x Reg_32 
entities.  The Reg_32 entity is a 32 bit register which is made up of 4 Reg_4 entities which are 
4-bit registers themselves.  The 0th register of the register file is wired to the value 0 and 
cannot be modified using any of the instructions.  The Register_File entity operates 
combinationally in the case of a read operation and operates on the falling clock cycle in the 
case of a write operation. 
 

Memory_Wrapper 
The sequential memory_wrapper serves two main roles; first, it exists as an interconnect 
between the rest of the CPU and the local memory which consists of BLOCKRam modules.  
Secondly, it emulates the effects of data and instruction cache misses by delaying the “valid” 
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handshaking signal.  The amount of delay and the rate at which is occurs is controlled via two 
pairs of global variables.  The operations are triggered by the falling edge of the clock cycle. 
 
To create a three ported memory module out of BLOCKRams which are restricted to two ports, 
it was necessary to create some nonstandard wiring.  Inside of the memory wrapper two dual-
ported coregent BLOCKRams were instantiated.  Each IF stage was assigned a read-only port on 
a single BLOCKRam, and the MEM stage was assigned the second read port on one BLOCKRam.  
Writes to memory were handled by tieing the write enable, data, and address signals from the 
MEM stage to the second port on both BLOCKRams.  This results in a write to the memory 
wrapper propagating to both BLOCKRam instances, thus maintaining memory coherency across 
the two modules. 
 
To emulate the effects of a cache hit or miss, two pairs of constant values were instantiated at 
the top of the memory_wrapper.  One value, the delay_rate, ranges from 0 to 1.0 and 
represents the percentage chance of a miss occurring.  The second, delay_penalty, ranges from 
1 to 255 and represents the length of the delay in clock cycles that a cache miss should cause.  
One of these pairs was associated with the read port for the MEM stage, representing the data 
cache, and the other pair was associated with the two read ports for the two IF stages, 
representing the instruction cache.  During every clock cycle, a random number between 0 and 
1 is generated by the numeric_Std uniform function.  Should a read be sent to the memory 
wrapper, this random number is compared to the delay_rate constant associated with that 
cache.  If the random number is greater than or equal to the delay rate, a miss does not occur.  
However, should it be lower, that port will enter into a “delay” state.  The memory wrapper 
will capture the input address at that point, and will not assert it to the memory until a 
delay_penalty number of clock cycles has passed.  
 
 

Symmetrical_Clock 
 This entity generates a clock pulse where the cycle time is 20ns. 
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TESTING AND DEBUGGING 
 
All of the following tests have been successfully conducted and the results can be verified in detail by 
analyzing the timing graphs2 or by comparing the final register values. 
 

Test 1: Single threaded operation  
 

A program no_hazards.asm3 was used to test the data flow in the pipeline when there are no 
data hazards and no control hazards.  After completion the register file should contain the 
following values. 
 
R1 R2 R3 R4 R5 R6 R7 R8 
2, then 0 3 4 5 6 7 5 6 

 
 

Test 2: Single threaded operation with control hazards 
 

A program no_hazards_jmp2.asm was used to test the data flow in the pipeline when there 
are no data hazards, but there exists branch instructions.  This program maintains a 
multiplication table in the registers 1 to 5 where Rn is the table for the number n.  The values 
for the registers should fit to the following pattern 
 
R1 1 2 3 4 5 6 7 8 9 10 … 
R2 2 4 6 8 10 12 14 16 18 20 … 
R3 3 6 9 12 15 18 21 24 27 30 … 
R4 4 8 12 16 20 24 28 32 36 40 … 
R5 5 10 15 20 25 30 35 40 45 50 … 

 
 

Test 3: Single threaded operation with data and control hazards 
 

A program Fibonacci.asm was used to test the hazard detection and data forwarding 
operations of the processor.  This program finds the first 22 numbers of the Fibonacci sequence 
and stores every odd element in R1, and every even element in R2.  The values for the R1 and 
R2 registers should change in the following pattern. 
 
R1 1 2 5 13 34 89 233 610 1597 4181 10946 
R2 1 3 8 21 55 144 337 987 2584 6765 17711 

 
 

Test 4: Single threaded operation with data and control hazards 
 

A program Forward_Test.asm was used to test the hazard detection and forwarding 
implementation.  The program should result in the following values in the register file. 
 
R1 R2 R3 R4 R5 R6 R7 R9 R10 
1 2 3 4 5 5 then 6 6 then 7 then 0 6 then 9 6 then 10 

 
 

Test 5: Dual threaded operation 
 

Two copies of the no_hazards.asm program were used in the two threads to perform one test 
in dual-threaded mode.  The results can be verified if the register files contain the following 

                                                 
2 Annotated Timing graphs can be found in “Appendix B: Timing Charts” 
3 The assembler code for the tester programs can be found in “Appendix A: Test Programs”  
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values.  This tests whether the pipeline is capable of operating in dual threaded mode in the 
absence of data and control hazards. 
 
 
Register File 0: 
R1 R2 R3 R4 R5 R6 R7 R8 
2, then 0 3 4 5 6 7 5 6 
 
Register File 1: 
R1 R2 R3 R4 R5 R6 R7 R8 
2, then 0 3 4 5 6 7 5 6 

 
 

Test 6: Dual Threaded operation with control hazards 
 

The program no_hazards_jmp1.asm which creates a multiplication table for the numbers 
between 1 and 8, and the program no_hazards_jmp2.asm which creates a multiplication table 
for the numbers between 1 and 5 were used to test the dual threaded operation of the pipeline 
in the presence of control hazards, but no data hazards.  The register files should contain data 
in the following patterns: 
 
Register File 0: 
R1 1 2 3 4 5 6 7 8 9 10 … 
R2 2 4 6 8 10 12 14 16 18 20 … 
R3 3 6 9 12 15 18 21 24 27 30 … 
R4 4 8 12 16 20 24 28 32 36 40 … 
R5 5 10 15 20 25 30 35 40 45 50 … 
R6 6 12 18 24 30 36 42 48 54 60 … 
R7 7 14 21 28 35 42 49 56 63 70 … 
R8 8 16 24 32 40 48 56 64 72 80 … 
 
Register File 1: 
R1 1 2 3 4 5 6 7 8 9 10 … 
R2 2 4 6 8 10 12 14 16 18 20 … 
R3 3 6 9 12 15 18 21 24 27 30 … 
R4 4 8 12 16 20 24 28 32 36 40 … 
R5 5 10 15 20 25 30 35 40 45 50 … 

 
 

Test 7: Dual threaded operation with data and control hazards 
 

Two copies of the Forward_Test.asm program were used to test the dual threaded operation 
with data and control hazards.  The register files should obtain the following values during 
execution. 
 
Register File 0: 
R1 R2 R3 R4 R5 R6 R7 R9 R10 
1 2 3 4 5 5 then 6 6 then 7 then 0 6 then 9 6 then 10 
 
Register File 1: 
R1 R2 R3 R4 R5 R6 R7 R9 R10 
1 2 3 4 5 5 then 6 6 then 7 then 0 6 then 9 6 then 10 

 

Test 8: Single instruction execution (Dual threaded hazard operation) 
 

Two simple programs: All_Instruction_Test1.asm and All_Instruction_Test2.asm were 
created to test the functionality of the instructions in the ISA.  In these sample programs each 
instruction and every addressing mode is tested at least once and the output is compared 
against the desired outputs.  A random sampling of data hazards and pipeline forwarding is also 
tested although this is not the primary goal of the test scripts.  After successful operation the 
final register values should be: 
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Register File 0: 
R1 R2 R3 R4 R5 R6 R7 R8 R9 R10 R11 R12 R13 R14 
10 20 200 180 20 -30 65536 1 -15 200 400 -8 400 90 
 
Register File 1: 
R1 R2 R3 R4 R5 R6 R7 R8 R9 R10 
31 62 30 32 62 -33 30 -33 5 32 

 
 

Test 9: Sort (Pseudo Single threaded hazard operation) 
 

A program store_array.asm was used as a startup program for the sort and stats programs.  
This program loads up 32 random data values into the memory starting at memory address 400. 
 
The program sort.asm was used to sort the above loaded data in ascending order.  The data is 
sorted in memory using the selection sort algorithm and then is loaded one after the other into 
R10.  The value for the R10 register should change according to the following pattern. 
 
R10 -562 

 
-332 
 

-45 
 

0 8 16 18 55 57 57 67 96 98 111 128 159 

… 
195 
 

234 
 

348 
 

367 
 

452 
 

542 
 

672 
 

674 
 

889 
 

2234 
 

4321 
 

5434 
 

5834 
 

6433 
 

7543 
 

12312 
 

 
 

Test 10: Stats (Pseudo Single threaded hazard operation) 
 

The program stats.asm was used to get statistical information about the above dataset after 
being started up by the store_array.asm program.  The program has a single parse through 
the data set and stores the maximum number in R1, the minimum number in R2, The total sum 
in R8 and the average in R9 and R10.  The values for the registers for the above dataset should 
be as follows: 
 
R1 R2 R8 R9 R10 
12312 -562 48415 1512 31 

 
 

Test 11: Complete Processor execution with memory misses 
 

The programs All_Instruction_Test1.asm and All_Instruction_Test2.asm were tested with an 
instruction cache miss rate of 0.2, a data cache miss rate of 0.4 and a 5 cycle penalty for both 
caches.  On completion the values of the register files should be. 
 
Register File 0: 
R1 R2 R3 R4 R5 R6 R7 R8 R9 R10 R11 R12 R13 R14 
10 20 200 180 20 -30 65536 1 -15 200 400 -8 400 90 
 
Register File 1: 
R1 R2 R3 R4 R5 R6 R7 R8 R9 R10 
31 62 30 32 62 -33 30 -33 5 32 
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EXPERIMENTS 
Instruction Count 
 
The number of instructions executed per program was determined experimentally by instantiating a set 
of counters at the control logic level associated with both IF stages.  The numbers of instructions for 
the sort and stats program are shown in Table 4below.  Please note that the dual-threaded version of 
the Sort program consisted of two replicated, independent versions of the sort program running in 
parallel.  The clock period was set at 20ns and the cache miss rate was set to zero. 
 

Program Execution Time (ns) Cycles Instructions 
Sort (single-theaded) 142000 7100 5578 
Sort (dual-threaded) 165930 8297 11156 
Stats 10280 514 383 

Table 4: Execution, cycle, and instruction count. 
 
As one can see from the above table, the execution time for the dual-threaded version of the sort 
program runs for a significantly shorter period than a simple doubling of the single-threaded sort as one 
might expect.  This difference is a direct result of the implementation of branch supplantment in our 
processor, resulting in the compaction of branch statements and no-ops in dual threaded mode.  This 
performance difference will be examined in more depth later in this section.    
 

EXECUTION TIME ESTIMATES FOR STATS (SINGLE THREADED MODE) 
 

Execution Time vs. Cache Miss Rate 
 
The success of the cache has a large impact on the TACO processor.  As the rate at which the cache 
misses increases, the one would expect the execution time of programs to increase substantially.  
Similarly, one would also expect increases in the delay penalty of the cache to have a similar effect on 
performance.  The following graphs illustrate the exact effects of each variable. 

Effect of Cache Miss Rate on Statistics Execution Time
Single Threaded Mode
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Figure 9: The execution time of the single-threaded stats program with variation to the instruction and data cache miss rate 

 
Figure 9 shows the effects that varying miss rates for the instruction and data cache have on the 
runtime of the Stat program in single threaded mode with the delay penalty held constant at three 
clock cycles.  Notice how variation in the instruction cache has a greater impact on the performance of 
the program as opposed to the data cache; this is due to the relatively small number of data reads to 
memory as opposed to instruction reads in this program.  This trend of variation to the instruction 
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cache performance having a greater impact than the data-cache is a recurring theme through each of 
the experiments conducted on the TACO processor, and is to be expected given our pipeline 
architecture. 
 

Execution Time vs. Cache Miss Penalty 
Effect of Cache Miss Penalty on Statistics Execution Time
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Figure 10: execution time of the single-threaded stats program with variation to the instruction and data cache miss penalty 

 
Figure 10 shows the effects that varying miss delay penalties for the instruction and data cache have on 
the runtime of the Stat program in single threaded mode with the delay miss rate held constant at 
thirty percent.  Once again, variation to the instruction cache has a larger effect on performance than 
the data cache.  The slight variation seen at a delay rate of 8 is simply due to the randomness 
associated with where the delay misses may fall and how many may occur in a given run. 
 

EXECUTION TIME ESTIMATES FOR SORT (SINGLE THREADED MODE) 
 

Execution Time vs. Cache Miss Rate 

 

Effect of Cache Miss Rate on Sort Execution Time
Single Threaded Mode
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Figure 11: The execution time of the single-threaded sort program with variation to the instruction and data cache miss rate 
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Figure 11 shows the effects that varying miss rates for the instruction and data cache have on the 
runtime of the Sort program in single threaded mode with the delay penalty held constant at three 
clock cycles.  Once again, notice how variance to the performance of the instruction cache has a larger 
effect on overall performance than changes to the data cache.  While the absolute effect of increasing 
the miss rate for the sort program is larger than when done to the stat program, it’s important to point 
out that the relative change given the number of instructions in the programs follows exactly the same 
trend between the two. 
 

Execution Time vs. Cache Miss Penalty 
Effect of Cache Miss Penalty on Sort Execution Time
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Figure 12: The execution time of the single-threaded sort program with variation to the instruction and data cache miss penalty 

 
Figure 12 shows the effect of varying the instruction and data cache miss penalty has on the 
performance of the Sort program in single threaded mode.  As has been previously established, changes 
to the performance characteristics of the instruction cache have a larger effect on aggregate 
performance than changes to the data cache do to the proportionally larger number of instruction 
fetches to data fetches. 
 

EXECUTION TIME ESTIMATES FOR SORT (DUAL THREADED MODE) 
 
 
The following graphs will demonstrate the effects of varying the instruction and data miss rate and 
penalty on a dual-threaded version of the Sort program.  In these runs the Sort program has been 
replicated to run independently in two threads simultaneously; no communication or data overlap 
occurs between either thread.  As a point of comparison each graph also contains a speculative line 
representing the probable execution time necessary to run two instances of the sort program back to 
back in single threaded mode.   
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Execution Time vs. Instruction Cache Miss Rate 
Effect of Instruction Cache Miss Rate on Sort Execution Time
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Figure 13: The execution time of the dual-threaded and naive sort program with variation to the instruction miss rate 

 
Figure 13 shows the effects on runtime of varying the instruction miss rate with a constant delay 
penalty of three clock cycles on the dual-threaded and naïve sort program.  Notice that, even with no 
instruction misses, there is a distinct difference in performance between the dual-threaded and naïve 
implementation on our pipeline.  As mentioned previously, this is due to branch supplantment and no-
op compactment in the pipeline.  As the miss rate increases and becomes more dominant in the 
runtime, our implementation improves in relative performance to the naïve implementation.  This 
difference results from the increased number of opportunities for branch supplantment and no-op 
compression that stalls to the IF pipeline affords TACO.   
 

Execution Time vs. Instruction Cache Miss Penalty 
Effect of Instruction Cache Miss Penalty on Sort Execution Time
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Figure 14: The execution time of the dual-threaded and naive sort program with variation to the instruction miss penalty 

 
Figure 14 shows the effects on runtime of varying the instruction miss penalty with a constant miss rate 
of thirty percent on the dual-threaded and naïve sort program.  While in this case the dual-threaded 
version performs consistently better than the naïve implementation, unlike the case of varying miss 
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rate, we do not see an increase in relative performance as the delay penalty increases.  This is due to 
the fact that, as the number of stalls does not change, no additional opportunities are created for the 
control logic to switch away from stalled threads. As such the program only benefits from the same 
limited number of opportunities for noop compression and branch supplantment. 
 

Execution Time vs. Data Cache Miss Rate 
Effect of Data Cache Miss Rate on Sort Execution Time
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Figure 15: The execution time of the dual-threaded and naive sort program with variation to the data miss rate 

 
Figure 15 shows the effects on runtime of varying the data miss rate with a constant delay penalty of 
three clock cycles on the dual-threaded and naïve sort program.  Unlike when varying the instruction 
miss rate, we found a decrease in relative performance as the number of data cache misses increases.  
This decrease in relative performance derives from the fact that, when the MEM stage is forced to 
stall, the EX stage must also stall and we are unable to schedule a ready instruction should one exist.  
However, we still see the same dramatic performance increase gained via noop compression and 
branch supplantment. 
 

Execution Time vs. Data Cache Miss Penalty 
 

Effect of Data Cache Miss Penalty on Sort Execution Time
Naïve vs. Branch Supplantment

0

2000

4000

6000

8000

10000

12000

14000

16000

18000

20000

0 1 2 3 4 5 6 7 8 9 1

Data Cache Miss Penalty (Clock Cycles)

Ex
ec

ut
io

n 
Ti

m
e 

(C
lo

ck
 C

yc
le

s)

0

Branch Supplantment
Naive

 
Figure 16: The execution time of the dual-threaded and naive sort program with variation to the data miss penalty 
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Figure 16 shows the effects on runtime of varying the data miss penalty with a constant delay rate of 
thirty clock cycles on the dual-threaded and naïve sort program.  As in the case of varying the data 
miss rate, while we still see a stark performance boost due due to branch supplantment and noop 
compression, the relative performance gain decreases as the delay penalty in the MEM stage rises.  This 
again is due to the necessity to stall the EX stage on a stall to the MEM stage and the resulting inability 
to issue a new instruction. 
 
Table 5 summarizes the relative speedup of the dual threaded sort program vs the naïve 
implementation as a result of variation to the instruction and data cache miss rate.   
 

Cache Miss Rate Instruction Data 
0 1.711 1.711 
0.1 1.683 1.683 
0.2 1.737 1.668 
0.3 1.774 1.634 
0.4 1.805 1.612 
0.5 1.836 1.613 
0.6 1.873 1.594 
0.7 1.897 1.556 
0.8 1.922 1.546 
0.9 1.966 1.529 
1.0 2.000 1.507 

Table 5: Processor speedup obtained from different instruction and data cache miss rates. 
 
Table 6 summarizes the relative speedup of the dual threaded sort program vs the naïve 
implementation as a result of variation to the instruction and data cache miss penalty.   
 

Cache Miss Penalty Instruction Data 
0 1.711 1.711 
1 1.761 1.686 
2 1.748 1.653 
3 1.774 1.634 
4 1.772 1.625 
5 1.771 1.571 
6 1.760 4 1.56
7 1.764  1.566
8 1.779  1.500
9 1.778  1.531
10 1.791  1.513

Table 6: Processor speedup obtained from dif instruction and data cache miss rates. 
 

Experimental CPI for the Two Applications 
The CPI of both the sort and sta ssembly program re tested by implementing a counter that was 
incremented for each instructio nt through the ne.  Th l execution time in clock cycles 
was then divided by this counter to experimentally rmine th PI.  The resulting CPI values for 
hese programs

ferent 

ts a s we
n se pipeli e tota

 dete eir C
t
 

 in the single threaded case are: 

273.1
5578
7100

===
nsInstructio

TimeExecution
CPISort    

342.1514
==

383
=

nsInstructio
TExecutionCPIStats    

 
For the dual-threaded case, the CPI values for these p ms beco

ime

rogra me: 

744.0
11156
8298

===
nsInstructio

eExecution
CPISort    Tim

737.0
766
565

===
nsInstructio

TimeExecutionCPIStats    
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PERFORMANCE ANALYSIS 
 
 
The experimental results are compared with the analytical results in the following sections.  In 
addition, statistical data from Appendix D is used to explain the differences between the analytical 
results and the experimental results.   

 Rate 
(%) 

Store Rate 
(%) 

 
  Instruction 

Count 
Exec Time 

(cycles) 
CPI Load

Analytical 429 557 1.298 7.9 0 Stats  
(Single threaded) Experimental 383 514 1.342 8.877285 0 

Analytical 429 268 0.624 7.9 0 Stats 
(Dual threaded) Experimental 383 283 0.738 8.877285 0 

Analytical 5461 6980 1.278 10.2362 9.0826 Sort 
(Single threaded) Experimental 5578 7100 1.272 10.02151 10.290427 

Analytical 5461 3414 0.625 10.2362 9.0826 Sort 
(Dual threaded) Experimental 5578 4149 0.743 10.02151 10.290427 

 
Table 7: Analytical and experimental results are compared for the sort and stats program. 

 
Table 7 above shows the differences between the expected and experimental results of the sort and 
stats program on the TACO processor.  
 

Instruction Count 
 
For each case, the analytical instruction count varied slightly from the experimental instruction count.  
This can be attributed to the fact that the analytical analysis was done assuming certain probabilities, 
while the experimental data was taken from one specific set of input data which is not a purely random 
data set. 
 
Compared to the statistical average in Appendix D, the analytical instruction count for the stats 
program is within one standard deviation.  However, the experimental instruction count is not within a 
reasonable confidence interval.  This can be attributed to the non-random nature of the experimental 
data set. 
 
The above difference is exaggerated in the sort program as this is an order of magnitude more sensitive 
to the non-random nature of the experimental data set. 
 

Execution Time 
 
The execution time has similar behavior to the instruction count, however is not directly correlated 
due to the stalls which were incurred in the experiment in dual threaded mode. 
 
We can observe that the slight execution time differences in the single threaded modes can be 
attributed to the non-random characteristic of the experimental data set.  However, the large 
difference seen in the dual-threaded sort program is also partially due to the optimistic assumption 
made during the calculation of the analytical execution time.  The assumption was that all stalls could 
be hidden by switching thread context. 
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CPI 
 
Following the same pattern as ution time, the analytical CPI 

ems to be similar to the statisti as the experimental CPI seems to differ greatly.  

he CPI for the dual-th aded s  v ely bet n the tal tical 
e.  This disparity is li ly a re at la nes l da  this 

is a direct re h the total instruction count and execution time. 

ory Acce

variation in th f inst ns that ads or s is at m 1% between 
an ntal ca may be considered rough alen he 

imental data set. 

MIPS Ratin

ch matches the assumptions made in the analytical section.   
sing the CPI values for the sort program, the experimental MIPS rating is calculated by: 

al) for 20ns = Instruction Count /Execution Time × 10-6

6

PS (dual threaded) = (20 × 2 × 5578)/(310400 × 10-9 × 106× 15) = 47.921 

 can observe that the ratio is almost identical.  Therefore we can conclude that 

in the Instruction Count and the Exec
cal average wherese

 
The CPI for the sort program running in single threaded mode shows very similar numbers for both 
experimental and analytical results, although both are off by more than two standard deviations from 
the statistical mean.  They are, however, roughly similar to the statistical CPI. 
 
T
cas

re
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ort program
sult of th

aries larg
ck of random
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experimen
perimenta

and analy
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value sult of bot
 

Mem sses 
 
The e percentage o ructio are lo tores ost around 
the analytical d experime se, and ly equiv t given t
exper
 
 

g 
 
 
A special experiment run was made whi
U
  

MIPS (experiment 
 MIPS (experimental) for 15ns = (20 × Instruction Count)/ (Execution Time × 10 × 15) 
 
Sort Experimental calculations: 
 MIPS (single threaded)  = (20 × 5578)/(264340 × 10-9 × 106× 15)   = 20.1355 

MI 
 
 
These values are to be compared against 52.157 for the analytical estimated MIPS rate for single 
threaded execution mode, and 106.603 for dual threaded execution mode.  Although these values are 
ifferent in values wed

the performance gain from switching to dual-threaded mode is still the same even when the actual 
MIPS rate may be different due to the non-random experiment dataset. 
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CONCLUSION 

 the TACO processor is 

or has demonstrated very respectable performance numbers in the various 
xperiments detailed in this report, further work could be done to improve the processor even more.  

s and would serve to mask the dual-thread branch stall outlined in the pipeline 
esign section.  Furthermore, one could easily imagine replicating the EX, MEM, and WB stages so that 
alls in the MEM stage do not influence the performance characteristics of both threads; further 

 EX, MEM, and WB stage would give the processor more leeway to schedule thread  
ot stalled by the MEM stage.  However, as both of these routes would bring the 

ACO processor more into the realm of a multi-fetch and multi-issue pipeline, serious thought should 
re 

 

 
 
Experimental analysis shows that the improvements made to the TACO pipeline (branch supplantment 
and noop/ethr/sthr compaction) significantly increase the performance of the processor when 
operating in dual threaded mode on representative programs.  The relative performance gain as 
ompared to the naïve pipeline implementation is directly tied to how oftenc

given the opportunity to switch thread contexts via branches, hazards, and stalls in the IF-ID stage.   
However, even in single threaded mode, the inclusion of pipeline forwarding and other more 
traditional optimizations allowed the TACO processor to garner a respectable CPI of around 1.2 even on 
rograms possessing large numbers of data and control hazards. p

 
While the TACO process
e
For instance, if one were to increase the number of supported threads in the processor by including 
more replications of the IF and ID stages, this would give the processor more options when choosing 
how to issue instruction
d
st
replications of the

to pipelines that are nin
T
be given to re-evaluating the pipeline structure as a whole to take better advantage of these mo

 to the manyaggressive designs – I would point readers to discussions about Tomasulo’s algorithm and
pers on SMT processing.   pa
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APPEND GRAMS 
o_Hazards.asm 

m 
 addi R1 R1 1 
 addi R2 R2 2 
 addi R3 R3 3 
 addi R4 R4 4 
 addi R5 R5 5 
 j -5 
 noop 
 ethr 

Forward_Test.asm 
  addi R1 R0 1  ;R1 = 1 
  addi R2 R1 1  ;R2 = 2 
  noop 
  noop 
  noop 
  addi R3 R0 3  ;R3 = 3 
  noop 
  addi R4 R3 1  ;R4 = 4 
  noop 
  noop 
  noop 
  addi R5 R0 5  ;R5 = 5 
  sw R5 R5 0  ;Mem[R5] = 5 
  noop 
  noop 
  lw R6 R5 0  ;R6 = 5 
  addi R6 R6 1  ;R6 = 6 
  si R6 6   ;Mem[6] = 6 
  lw R7 R6 0  ;R7 = 6 
  addi R7 R7 1  ;R7 = 7 
  sub R7 R7 7  ;R7 = 0 
  bgtz R7 end  ;Branch to the end 
  noop 
  lw R9 R6 0 
  sw R9 R9 0 
  lw R10 R9 0 
  bne R9 R10 end 
  addi R10 R10 4 
  addi R9 R9 3 

end: ethr 

IX A: TEST PRO
N
  addi R1 R0 2   -- R1 = 2   
  addi R2 R0 3   -- R2 = 3  
  addi R3 R0 4   -- R3 = 4 
  addi R4 R0 5   -- R4 = 5 
  addi R5 R0 6   -- R5 = 6 
  mult R1 R2   -- HI = 0   LO = 6 
  add  R6 R2 R3    -- R6 = 7 
  add  R7 R1 R2    -- R7 = 5 
  mflo R8    -- R8 = 6 
  mfhi R1    -- R1 = 0 
  ethr 
 

No_Hazards_Jmp1.asm 
 sthr 
 addi R1 R1 1 
 addi R2 R2 2 
 addi R3 R3 3 
 addi R4 R4 4 
 addi R5 R5 5 
 addi R6 R6 6 
 addi R7 R7 7 
 addi R8 R8 8 
 j -8 
 noop 
 ethr 

 

No_Hazards_Jmp2.as
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All_Instruction_Test1
R0 1
R1 R1  ; R2 = 20   

   
LO = 

R6 = cement addressing with no offset) 

; R7 = 65536 
; R8 = 1 

  

 ; R10 = 200 (Displacement addressing with offset) 
  ; R11 = 400 
  ; R12 = -8 
 ; R13 = 100 

  ; R14 = 90 

 

ll_In .asm 
; R1 = 31 =   11111b 
; R2 = 62 =  111110b 

 

 ; R6 =-33 = 11111111111111111111111111011111b 
 ; R7 = 30 = 11110b 
 ; R8 =-33 = 11111111111111111111111111011111b 

    

  ; R3 = 30 =  11110b 
  ; R4 = 32 = 100000b 

3  ; R5 = 62 = 111110b   
point2 

  ; R9 =  5 =    101b 
1  ; R10 = 32= 100000b 

 

 
 ; R3 = R1 + R2 
 

00 ; 400 is the address of the first element 
; Store the 1st integer 

; Store the 2nd integer 
 

  -45  ; Store the 3rd integer 

.asm 
0  ; R1 = 10     addi R1 

 add  R2 
 mult R1 R2  ; LO = 200 
 mflo R3   ; R3 = 200 
 sub  R4 R3 R2   ; R4 = 180 
 div  R3 R4  ; 1  HI = 20 
 mfhi R5   ; R5 = 20 
 si R4 -30  ; MEM[180] = -30 
 sw R3 R4 1  ; MEM[181] = 200 
 lw R6 R4 0  ; -30 (Displa
 bltz R6 point1 
 noop 

  ; R9 = -15 point2: srai R9 R6 1
 j point3 
 noop 
point1: lui R7 1  

6   srli R8 R7 1
 bgtz R8 point2
 noop 
point3: lw R10 R4 1 
 slv R11 R10 R8
 srav R12 R9 R8
 sli R13 R10 1 
 srlv R14 R4 R8
 sthr 
 ethr 

A struction_Test2
 ori R1 R0 31  
 xori R2 R1 33  

nt1 bne R1 R2 poi
 noop  
point2: not R6 R4 
 and R7 R2 R6 
 nor R8 R4 R0 

t3 bgez R7 poin
 noop 
point1: and R3 R1 R2
 xor R4 R3 R2
 or R5 R4 R
 beq R2 R5 
 noop 
point4: ethr 
 noop 
point3: andi R9 R6 5
 nori R10 R6 
 blez R8 point4
 noop 
 ethr 

 

Fibonnaci.asm 
  addi R1 R0 1 ; R1 = 1 

1   addi R2 R0 ; R2 = 1 
; Loop Control   addi R5 R0 9

loop1: add R3 R1 R2
2  add R4 R3 R ; R4 = R2 + R3 

  addi R1 R3 0 ; R1 = R3 
  addi R2 R4 0 ; R2 = R4 

-1   addi R5 R5  
  bgez R5 loop1 
  noop 
  ethr 
 

Store_Array.asm 
  addi R10 R0 4
  si   R10 57  
  addi R10 R10 1 

   si   R10 452 
  R10 1 addi R10

 si   R10
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  addi R10 R10 1 
; Store the 4th integer 

 h integer 
 
 6th integer 
 
 7th integer 
 
 43 teger 
 0 1 
 1 teger 
  1 
 
 
 11th integer 
 
 ; Store the 12th integer 
  
 3th integer 
 
 ; Store the 14th integer 
 1 
 
 
 6th integer 
 
 
  1 

 ; Store the 18th integer 

; Store the 19th integer 
  
 er 
 
 ; Store the 21st integer 
 
 
  
 
 
 ger 
  
 g  
 
 ; Store the 26th integer 
  1 
   ; Store the 27th integer 
  
 ger 
 
  ; Store the 29th integer 
  1 

 ; Store the 30th integer 
R10 R10 1 
R10 67  ; Store the 31st integer 

 
Store the 32nd integer 

the other thread 
ate myself 

ort.a  
; First element is in Memory address 400 

  ; R5 is a loop control variable 
; Loop 1 (For R5 = 0 upto 30) 

R8 0  ; Load loop 1 element into R1 

op2: 
o R2 

p 

op elements 

  si   R10 234  
  addi R10 R10 1 

 si   R10 5834  ; Store the 5t
 addi R10 R10 1 

2  si   R10 -33  ; Store the 
 addi R10 R10 1 
 si   R10 0  ; Store the 

 1  addi R10 R10
5  8th in si   R10 7  ; Store the

 addi R10 R1
 si   R10 432  ; Store the 9th in
 addi R10 R10

; Store the 10th integer  si   R10 2234  
 1  addi R10 R10

 si   R10 12312  ; Store the 
 addi R10 R10 1 

4   si   R10 543
 addi R10 R

e 1
10 1

 si   R10 6433  ; Store th
 addi R10 R10 1 

  si   R10 57 
 addi R10 R10 

5th integer  si   R10 348  ; Store the 1
 addi R10 R10 1 
 si   R10 159  ; Store the 1
 addi R10 R10 1 

  ; Store the 17th integer  si   R10 542
 addi R10 R10
 si   R10 889  

  addi R10 R10 1 
  si   R10 674  

 addi R10 R10 1
 si   R10 111  ; Store the 20th integ
 addi R10 R10 1 
 si   R10 96  

0 1  addi R10 R1
eger  si   R10 16  ; Store the 22nd int

 addi R10 R10 1
tore the 23rd integer  si   R10 18  ; S

 1  addi R10 R10
 si   R10 -562  ; Store the 24th inte
 addi R10 R10 1
 si   R10 55  ; Store the 25th inte er
 addi R10 R10 1 

   si   R10 672
10 R10 addi R

 si   R10 195
 addi R10 R10 1
 si   R10 128  ; Store the 28th inte
 addi R10 R10 1 

  si   R10 367
 addi R10 R10
 si   R10 8  

  addi 
  si   
  addi R10 R10 1
  si   R10 98  ; 
  sthr   ; Start 
  ethr   ; Termin
 
 

S sm
  addi R11 R0 400 

0    addi R1 R11 
  addi R5 R0 0

loop1: add  R8 R11 R5  
  lw   R1 
  addi R6 R5 1  ; R6 is second loop control 

lo add  R9 R11 R6  ; Loop 2 (For R6 = R5 + 1 to 31) 
  lw   R2 R9 0  ; Load loop 2 element int
  sub  R3 R1 R2   
  blez R3 end  ; If R1 < R2 skip the swa
  noop 
  sw   R1 R9 0  ; Swap the 1st and 2nd lo
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  sw   R2 R8 0 
  addi R1 R2 0  ; Update the R1 register with the R2 value 

d: 

tats. m 
s of the data 

 

ement 

op:     

n the branch delay slot) 

 addi  R4  R6  0 
small: sub  R31 R7  R2 ; Is the current value smaller than the min 

bgez R31 end 

en addi R6 R6 1 
  addi R31 R6 -31 
  blez R31 loop2  ; End loop 2 when R6 > 31 
  noop 
  addi R5 R5 1 
  addi R12 R5 -30 
  blez R12 loop1  ; End loop 1 when R5 > 30 
  noop 
  lw R10 R0 400 
  lw R10 R0 401 
  lw R10 R0 402 
  lw R10 R0 403 
  lw R10 R0 404 
  lw R10 R0 405 
  lw R10 R0 406 
  lw R10 R0 407 
  lw R10 R0 408 
  lw R10 R0 409 
  lw R10 R0 410 
  lw R10 R0 411 
  lw R10 R0 412 
  lw R10 R0 413 
  lw R10 R0 414 
  lw R10 R0 415 
  lw R10 R0 416 
  lw R10 R0 417 
  lw R10 R0 418 
  lw R10 R0 419 
  lw R10 R0 420 
  lw R10 R0 421 
  lw R10 R0 422 
  lw R10 R0 423 
  lw R10 R0 424 
  lw R10 R0 425 
  lw R10 R0 426 
  lw R10 R0 427 
  lw R10 R0 428 
  lw R10 R0 429 
  lw R10 R0 430 
  lw R10 R0 431 
  ethr 
 
 

S as
  addi R11 R0 400 ; 400 is the memory addres
  addi R3  R11 31 ; R3 has the memory address of the 31st entry 
  addi R6  R0  31 ; Current index = 31 
  addi R8  R0  0  ; Total value is 0 
  lw   R1  R3  0  ; Max value is the last el
  lw   R2  R3  0  ; Min value is the last element 
  addi R4  R6  0  ; R4 has index 31 
  addi R5  R6  0  ; R5 has index 31 

lo lw   R7  R3  0  ; Get the current value 
  sub  R31 R1  R7 ; Is the current value larger than the max 
  bgez R31 small 
  add  R8  R8  R7 ; Update the total value (Fill i
  addi  R1  R7  0 
 

  
  noop 
  addi  R2  R7  0 
  addi  R5  R6  0 

en addi R3  R3  -1 d: 
 addi R6  R6  -1  

  bgez R6  loop  ; End Loop when R6 < 0 
  noop 
  addi R31 R0  32   
  div  R8  R31 
  mflo R9 
  mfhi R10 
  ethr 
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