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Abstract

Previousstudiesof programvisualizationhavegenerally
failed to provide convincingsupportfor the bene�tsof al-
gorithmanimationin promotingtheunderstandingof com-
putations.This paperpresentsa studyin which theuseof
programvisualizationresultedin signi�cantly betterunder-
standingof a distributedcomputation.Understandingwas
measured in termsof the numberof correct responsesto
questionsabout the algorithm. The environmentusedin
this studydiffers from that of previous studiesin a num-
ber of aspects;it combinestheuseof distributedalgorithm
visualization,3-D visualization,and legends. In addition,
thedesignof boththeexperimentandanimationfocusedon
reducingcognitivenoise.

1. Intr oduction

Algorithm animation,alsoreferredto asprogramvisu-
alization1, is a graphicalrepresentationof an algorithmor
programthat dynamicallychangesas the algorithm runs.
The main role of suchvisualizationsis to provide insight
into the behavior of the algorithm and to assistsusersin
understandingthat algorithm. Despitethe high expecta-
tions of the visualizationcommunityand a warm recep-
tion from users,programvisualizationhasfailedto demon-
strateits usefulnessin mostempiricalstudies.The results
of thestudieshave beenmixed,with slightly betterresults
recordedin situationsin which algorithm animationwas
employed, andwith only a few experimentsthat reported
a signi�cant differencein performancebetweenvisualiza-
tion and non-visualizationsettings[2, 4, 5, 6, 7, 9]. The
variationsin the resultsshow, at the least,that evaluation
of algorithmanimationis complex andthat not enoughis

1In somepublications,programvisualizationis consideredto denotea
researchareathatis eitherdifferentfrom or inclusive of algorithmanima-
tion. For the purposeof this presentation,the two termsareregardedas
synonyms.

yet known aboutthe factorsthataffect theeffectivenessof
programvisualization.

A hint aboutthefactorsthatattenuateany potentialgain
of animationcan be found by consideringhow visualiza-
tion works. Bertin [1] identi�es two usesfor visualization
and graphicsin general: as a fast mediumfor conveying
informationandasthegraphicalmeansfor solving logical
problems. ScaifeandRogers[8] treatvisualizationin the
context of cognitive theoryandconsiderit to be a form of
externalcognition,in which informationandprocessingare
off-loadedfrom thehumanbrainontoanoutsidemedium.

In thispaperweassumethatthesepointsof view areap-
plicableto programanimation,which implies thatany fac-
tor that increasescognitive load hasthe potentialto offset
or evencancelthebene�ts of visualization.Thus,to accu-
rately measurethe contribution of algorithmanimationin
performinga task,our studyconcentratedon reducingthe
cognitivenoisethatthevisualizationdesignandtestingen-
vironmentmight imposeon the user. Further, we sought
to reducevariability in theparticipants'experiencewith the
testingenvironment.

The methodologyemployed in our studyallowed users
to examine the visualizationand any other learning ma-
terial while completingtheir task,which consistedof an-
swering questions. This is different from most previous
experiments,in which the participantsunderwenta train-
ing sessionto examinethelearningmaterials,followedby a
testsessionto answerthequestions.In thoseexperiments,
user's attemptsto recall aspectsof the visualizationmay
haveincreasedratherthandecreasedthecognitiveload.We
recognizethat this is a simpli�ed view, as somelearners
mightquickly form betterinternalrepresentationsof theal-
gorithmby observingthevisualization.In any case,astudy
that allows the useof visualizationwhile solving a prob-
lemwill capturebothexternalcognitionandthecreationof
internalrepresentations.

The designof the visualizationandof the testingenvi-
ronmentcanaddsigni�cant cognitivenoiseto themeasure-
ments.Rememberthatour goal is to testtheeffectiveness



of visualization,notof thetestingenvironment.Towardthis
end,we designedvisualizationsto containlegends,which
relieve the userfrom rememberingthe encodingof algo-
rithm propertiesinto graphicalfeaturesor the relationbe-
tweena measureon the screenanda measurein the pro-
gram(”is this rectanglesupposedto be that long for only
two allocatedobjects?”).Interestinglyenough,classicalal-
gorithm animationstendnot to include a legend. Rather,
theuseris typically trainedfor theanimation.In our study,
thevisualizationwassimply given to theuserwithout any
explanation,exceptof whatthealgorithmdoes.

Problemsin using a testing environment can also in-
troducenoise into an experiment. One approachto sim-
plifying the user's task involved the addition of interac-
tive print statements(seeFigure 1) that saved, compared
with real life, the time and cognitive effort requiredfor
re-compilationand syntaxcorrection. This also provided
the userswith a �ltering capability to enhancesearch-
ing through the textual programoutput. To further re-
ducethe effects of the testingenvironmenton the user's
performance,we also positionedand sized various win-
dows for theuser. Note that thesesimplifying featuresap-
pliedequallyto boththevisualizationandnon-visualization
groups.

Finally, since previous studiesraised concernsabout
variationsamongindividualswetookseveralstepsto ensure
greateruniformity in theparticipant's experience.Instruc-
tions for the testwererecordedandthenreplayedfor each
participant,to besurethatevery participantsaw andheard
exactlythesameinformation.Partof theinstructionsfamil-
iarizedparticipantswith thetestingenvironmentby guiding
themthrougha sampletest that useda very simpleprob-
lemandalgorithmanimation,but thatemployedeachof the
navigationalandinformationalfeaturesof theenvironment.

A distributedcomputationwasemployed,to thebestof
our knowledge,for the�rst time in analgorithmanimation
experiment. Suchcomputationscanbe lessintuitive than
sequentialcodebecauseof theinteractionsamongmultiple
concurrentprocesses.Towardtheuniformity goal,we pre-
paredin advancetheexecutionsof thealgorithmthatwere
presentedto all participants.This canbe a very important
factorsincerandomexecutionsmight go throughdifferent
partsof the codeand exposedifferent usersto quite dif-
ferentaspectsof theprogram.This is especiallyimportant
whenusingdistributedalgorithms,which are intrinsically
non-deterministic.

The next sectiondescribesprevious work pertainingto
theevaluationof algorithmanimation.Thedistributedalgo-
rithm usedin thestudyis explainedin Section3, followed
by the experimentand the resultsin Section4. Section5
concludesthepaper. Samplequestionsfrom theexperiment
areincludedin theappendix.

2. Background

Previoususerstudiesof programvisualizationshavehad
mixedresults.An earlystudyby Stasko et al. [9] showeda
non-signi�cantadvantageona post-testfor participantsus-
ing anXTangovisualizationandtext descriptionof a pair-
ing heapalgorithmcomparedto agroupwhichhadonly the
text.

A more comprehensive study by Lawrenceet al. [7]
lookedat studentswho attendeda lecture,thenconstructed
datasetsindividually while doing a relatedalgorithm vi-
sualizationlab exercise.Thesestudentsperformedsigni�-
cantlybetterona post-testthanthosewho just attendedthe
lecture.Studentswho weregivena datasetdid marginally,
though not signi�cantly, better than thosewho only at-
tendedthe lecture.However, amongstudentswho only at-
tendeda lecture,thosewhoviewedalgorithmvisualizations
performedmarginally worsethanthosewho viewedslides
containingstaticdepictionsof thealgorithm'sexecution.

Hansenet al. [4] found that a group of studentswho
useda hypermediaenvironmentthatincludedalgorithmvi-
sualizationsas well as pseudocode,text, and illustrations
performedsigni�cantly betteron a post-testthan another
groupthatusedatextbook.However, it wasnotclearwhich
aspectsof theenvironmentcontributedto thatresult.

Byrne et al. [2] conducteda seriesof experimentsto
measurethe effect of making predictionsabout the next
stateof analgorithm,with andwithoutvisualization.A sig-
ni�cant resultwasobtainedfor the useof visualizationon
theconceptualportionof apost-testfor abasicgraphsearch
algorithm,but nodifferencewasfoundfor a morecomplex
binomialheapalgorithm.

To investigatethe use of algorithm visualization and
other mediaas a problem-solvingresource,Kehoeet al.
[6] conductedan in-depthobservationalstudyof students
solvinga setof binomial-heapquestions,givena textbook
section,pseudocode,andeitheralgorithmvisualizationsor
a seriesof static �gures capturedfrom the algorithm vi-
sualizations. No time limits were set. They found that
studentsusingthe visualizationsspentmoretime compar-
ing and moving betweenthe media types, especiallythe
pseudocodeandthevisualization,andthatthevisualization
groupperformedsigni�cantly betteronthequestions.For a
moreextensive review of algorithmanimationstudies,see
Hundhausenetal. [5].

Our studyattemptsto draw on the lessonsof previous
studies,but it investigatesthepracticalityof visualizations
underconditionsconduciveto reducedcognitiveload/noise.
Anothercontributionof thisstudyis thefocusondistributed
systemsandon thepotentialof animationsto betterexplain
thesetypeof systems.



3. Termination DetectionAlgorithm

Thealgorithmselectedfor ourempiricalstudyisaclassi-
cal terminationdetectionalgorithmfor distributedsystems
by Dijkstra andScholten[3]. The algorithmassumesthat
a computationis performedon multiple nodesof a dis-
tributednetwork. Thepurposeof thealgorithmis to allow
the nodethat initiated the computationto determinewhen
thecomputationhas�nished, which meansthatno nodein
thenetwork is still working onany partof thecomputation.
Theinitiator process,namedroot,startsthecomputationby
optionally performingsomeprocessingandthendistribut-
ing thecomputationamongsomeof theneighboringnodes.
Eachof thenodesthat receivesa requestto performa sub-
taskmight individually ful�ll thatsub-taskor decideto di-
vide the requestfurther amonga subsetof its neighbors.
As therequestwave continuesto propagatein thenetwork,
possiblyto processeswith which the initiator hasno direct
contact,it may becomechallengingfor the initiator to de-
terminewhentheentirecomputationhas�nished.

To better explain the Dijkstra-Scholtenalgorithm, we
make the assumptionthat at most one computationtakes
placein the network at any given time. So, a nodeis ei-
ther processinga job for the computationor it is idle. A
booleanvariableidle is suf�cient to describewhetherthe
nodeis working or not. Thealgorithmhaseachnodekeep
track of the numberof requests(messagesthat arepart of
thecomputation)it sends,andrequiresanodeto sendanac-
knowledgment(new messagetype,speci�c to thetermina-
tion detection)backfor eachrequest.A requestis generally
acknowledgedwhentherequestis ful�lled. At eachnode,
a variablenamedcount containsthe numberof requests
sentby thatnodethatarenot yet acknowledged.count is
incrementedevery time a requestis sentanddecremented
whenanacknowledgmentis received.

Eachnodemaintainsa recordof its parent,theneighbor
that introducedthatnodeinto thecomputation.The initia-
tor is the �rst nodeinvolved in the computation,and be-
comestherootof a treethat,atany time,spansall andonly
thenodesinvolvedin thedistributedcomputation,whichin-
cludesnodesthatareactively computingsub-tasksor wait-
ing in the terminationdetection.Thetreeis de�ned by the
parentvariableof eachnode,and may grow or shrink as
nodesbecomepart of the computationor �nish their part
in thecomputation.A nodeis consideredto beinvolvedin
the computationif it is not idle (is still performinga sub-
task)or if it still haschildren. Eachparticipatingnodeei-
ther hasa parentor is the root. Whena node�nishes the
computation(it is idle andit hasno offspring), it sendsan
acknowledgmentto its parentandsetsits parentvariableto
null, effectively cancelingits statusasa child. Becauseof
theacknowledgment,anode,A, knowsthatit doesnothave
offspringwhencount=0 , whichmeansthatall its requests

have beenacknowledged,and consequentlyany neighbor
thatmight have consideredthis nodea parenthasacknowl-
edged.To show that this is true,consideronerequestsent
from A to N. EitherN alreadyhasa parent,or it doesnot,
in whichcaseA becomestheparentof N. WhenN exits the
computation,N setsits parentto null andsendsanacknowl-
edgmentto A. Thus,N is no longerachild of A. In thecase
whereN alreadyhada parent,A wasnever consideredthe
parentof N. In sucha case,N acknowledgesimmediately
afterreceiving therequest.Theparentof N will will handle
N'sexit outof thecomputation.

In this algorithm,whenthe root is idle and its count
variableis zero, the computationhas�nished becausethe
rootdoesnothaveany offspringandall nodesareoutof the
computation.This conditioncanbe checked locally at the
rootwithout theneedto communicateto othernodes.

4. Experiment

4.1. Materials

The experimenttook placeon two Intel R
�

PentiumR
�

personalcomputers,oneof which hadthe visualizationof
thealgorithminstalled.Thecomputerwith thevisualization
wasequippedwith two monitors.For thenon-visualization
case,it waspossibleto displaythevariouswindows of our
testingenvironmentonasinglescreen.For thevisualization
case,thesecondscreenwasusedonly for thevisualization,
while the�rst screendisplayedthesamewindowsasfor the
non-visualizationcase.

The visualization of the algorithm made use of
Java3DTM andtherestof thetestingenvironmentwaswrit-
ten in JavaTM . A PowerPointR

�

presentation,which in-
cludedspeechrecordings,was createdto deliver instruc-
tionsabouttheexperimentto theusers.Thegoal of using
thistypeof presentationwasto explainthestudyin thesame
mannerin eachusersession.

4.2. Subjects

Twenty college studentsvolunteeredto participatein
the study. Five were femaleand �fteen male. To moti-
vate the participants,a cashprize was offered to the per-
sonthatshowedthe“bestunderstanding”of thealgorithm.
Understandingwas measuredby the numberof correctly
answeredquestions. In the end, two cash prizes were
awarded,one for the visualizationgroup and one for the
non-visualizationgroup.

4.3. Procedure

Participantswere presentedwith the PowerPointR
�

in-
structionsaboutthe studyenvironmentandwith a textual,



Figure 1. The view of the algorithm pseudocode . In the inset, one of the print statements is turned
off . Also, to the left, rectangles mark the last executed print statement for each of the nodes. Two
rectangles are visib le in the inset.

hard copy descriptionof the terminationdetectionalgo-
rithm. During the instructionsthey werepresentedwith a
demoalgorithm(�nding themaximumnumberin anarray),
which provided the opportunityto explain the featuresof
thetestingenvironmentandhow thealgorithmcanbeexam-
ined.Thevisualizationof thedemoalgorithmwasasimple
two-dimensionalview. In theactualstudy, theparticipants
wereasked to answerten multiple-choicequestionsabout
thealgorithm. Thequestionswerepresentedon thescreen
andtheparticipantswereallowedto navigatebackandforth
throughthequestionsandto revisetheiranswersasdesired.
No timeconstraintswereimposed.

While answeringquestions,participantscould refer to
the:

text: thetextualdescriptionof thealgorithm

codeview: an interactive presentationof the algorithm's
pseudocodethatcouldbeinteractively “executed,” and
wheretheprogressof theparticipatingprocessescould
beobserved.

output view: textual outputof theprogramproducedby a
seriesof print statementsin theprogram;outputof in-
dividual print statementscould be toggledon andoff
by theparticipant.

visualization: the visualization group was also able to
view ananimateddisplayof thealgorithm.

The pseudocodewasa stripped-down versionof an ac-
tual Java implementationof thealgorithm. The actualim-
plementationhadbeenpreviously run with variousinputs,
anda trace�le for eachof theseexecutionshadbeensaved.
Whenthepseudocodewas“executed,” oneof thetrace�les
was playedback. As such,the usercould selectand ob-
serve simpleror morecomplex executions. The trace�le
couldbeplayedcontinuouslyor in steps.Moreover, every
participantin the studyhadthe opportunityto seeexactly
the samealgorithmruns,which madethe comparisonbe-
tweensubjectsmoreaccuratethanwith randomexecutions
of theprogram.

Thepresentationof thepseudocodewasinteractivein the
sensethatall print statements,which determinethe textual
outputof theprogram,couldbe turnedon andoff by sim-
ply clicking on them.Turningastatementoff hadtheeffect
of �ltering outall theprint-outsthatstatementmadeduring
theprogramexecution.In therealworld, thiswouldbesim-
ilar to commentingout theprint statementin theprogram,
re-compiling,andthenre-executingtheprogramto produce
the�ltered output.This interactive featureallowedthepar-
ticipantsto quickly add/remove information in the output
basedon whetherthey consideredthat informationsigni�-
cantfor theircurrenttask(answeringaparticularquestion).

Anotherfeatureof thepseudocodeview wasthepresen-
tationof thelaststatementexecutedby eachprocess(more
like a pseudoprogramcounter). Rememberthat this is a



Figure 2. A snapshot of the termination detection visualization. The tree that spans the distrib uted
netw ork is presented above the netw ork topology . A legend is displa yed on the left.

distributedcomputation,wheremultiple processesexecute
the samesequentialprogram. The codeview marked the
laststatementexecutedby eachprocessin thecomputation
with a coloredrectangleat the left of the statement(Fig-
ure1). Eachprocesswasassigneda separatecolor.

Theprogramexecutioncouldbeobservedthroughatex-
tual output or an animation. Every participantwas pre-
sentedwith thetextualoutputproducedastheresultof print
statements.Only half of theparticipantshadaccessto the
visualization.Notethatthecodeview, outputview, andvi-
sualizationwereall basedon the sametrace�le, andthus
presentedthe samedata. Further, theseviews were syn-
chronizedto presentthesamestepsat thesametime.

The program animation was based on a three-
dimensionalworld as shown in Figure 2. The main dif-
ferencebetweenthis view andtraditionalprogramvisual-
izationis theadditionof a legend.Insteadof talking to the
useror having themreadadescriptionof whatthegraphical
attributesencode,we addedthelegendto thevisualization.
We hopedthat the legendwould reducethe amountof in-
formationthe usermustremember. Anothercharacteristic
of thevisualizationwasthat thepoint of view in thethree-
dimensionalworld was�x edandtheuserscouldnotchange
it.

The windows in the testing environment (questions,
code, output, and optionally the visualization)were pre-
arrangedon thescreenin suchaway thatnoneof themwas
completelyobscured.

4.4. Design

The experimenthad both between-subjectand within-
subjectvariables.The participantswererandomlydivided
into two groups. Oneof the groupswaspresentedwith a
visualizationof the programand the other was not. The
between-subjectvariableis namedVISUALIZATION and
hastwo values

���������
	��
	��������

. Subjectsin bothgroupswere
presentedwith exactly thesamequestions(seeAppendixA
for samplequestions),but thequestionsthemselveswereof
two typesQUESTION �

�
�����
���������
	�������	������! ��

. Four out
of tenquestionsinquiredabouta speci�c

�����
���������
	

of the
program,and it is likely that the userhad to run andob-
servethatexecutionto gatherall theinformationreferredto
in the question. The otherquestionsweremore

����	������! 

,
in thesensethat they werereferringto propertiescommon
to morethanoneexecutionof theprogram,andcouldhave
beenansweredmerelyby readingthequestion.Thedepen-
dentvariablewastherateof correctlyansweredquestions.

Two hypotheseswereto betested:



Figure 3. Rate of correctl y answered questions for each group and question type .

H1 The useof visualizationcansigni�cantly improve the
rateof correctanswers.

H2 Questionsof type
�����
�������

haveahigherrateof correct
answersthanmoregeneralquestions.

4.5. Results

The averagetime requiredto answerthe questionswas
aboutthesamefor bothgroups:about

���

minutesfor visu-
alizationandabout

���

for non-visualization.
An analysisof variance(ANOVA) on the correctness

of the answersrevealsthat the
�����

groupansweredsignif-
icantly more accuratelythan the

	��
	������

group ( ���	� ��
 �

�
��
 ���

���

���




���

���

). In effect, hypothesisH1 holds. Ta-
ble 1 presentsnumericalvaluesfor the averagenumberof
correctlyansweredquestions.

As illustratedin Figure3,
�����
�������

-typequestionshada
higherrateof correctanswers.However, thestudydid not
�nd a signi�cant differencebetween

�����
�������

and
����	������! 

questions( ���	� ��
 ���



���

�����

�


 ���

). Thus,hypothesisH2
wasrejected. The analysisalsofailed to �nd any interac-
tion betweenthequestiontypeandtheuseof visualization
( ���	� ��
 ���



�

�

�����

�


 ���

). Thatmeansthat the rateof cor-
rect answersfor the two typesof questionsis nearlycon-
stantwithin eachgroup.

Randomassignmentof peopleto groupsresultedin four
of the � ve femaleparticipantsbeing placedinto the non-
visualizationgroup.Concernabouttheeffectsof thisonthe
validity of our resultspromptedusto comparethescoresof

the femaleswithin the non-visualizationgroupto thoseof
thenon-visualizationgroupasa whole. We found that the
meanof the females' scoreswas above the meanfor the
overall group. Thus, genderdifferencescan be excluded
asthe causeof the differencein performancebetweenthe
visualizationandnon-visualizationgroups.

Group Num. of Participants Mean Std. Deviation
 �!#" 10 7.2 1.93
$&%'$& �!#" 10 3.7 2.26

Table 1. Statistics on the number of correctl y
answered questions for each group.

5. Discussion

The studypresentedin this paperfound programvisu-
alization bene�cial for understandingdistributed compu-
tationsunderconditionsthat reducedthe user's cognitive
load. Animation doesnot seemto help peopleto perform
faster, but ratherto gain a moreaccurateknowledgeof an
algorithm.

Visualizationappearsto serveasamoreeffectivecogni-
tive resourcethantextual displaysin this problemsolving
context, which is consistentwith theobservationsof Kehoe
etal. [6]. Thevisualizationgroupmusthavededicatedpart
of their time to observingthe animationinsteadof study-
ing traditionaltextual materials.The resultsshow that the



visualizationgroup,with additionaldisplaysto view andin-
teractwith, requiredon averageaboutthesametime asthe
non-visualizationgroupto completetheassignedtasks,and
at thesametime, theformergroupobtainedhigherscores.

We speculatethat the rejectionof hypothesisH2 is due
to a possiblerelationshipbetweenperformingexecute-type
tasksandcomprehendingthegeneralbehavior of thealgo-
rithm. General-typequestions,which oftenrequireknowl-
edgeaboutpropertiesthathold on all executionsof theob-
servedcomputation,may be dependenton an accurateun-
derstandingof several individual executions. Knowledge
aboutthegeneralbehavior is derived,amongothersources,
fromtheobservationsof andknowledgeacquiredfromsam-
ple runsof the algorithm. Thus,the quality of a tool pre-
sentinga runningcomputationaffectsin a similar manner
bothhow individual executionsareperceivedandhow the
overallbehavior is understood.

We alsospeculatethat reducedcognitive load is an im-
portantfactor to considerfor improving the effectiveness
of animationsandenablingthemto achieve their potential.
The information that hasto be manipulatedand mentally
storedby theuserneedsto beminimizedto consistmainly
of data directly relatedto the observed computationand
problemto be solved. Likewise, the tasksnot relatedto
theunderstandingof thecomputationshouldbereducedas
muchaspossible. In otherwords,careneedsto be taken
to avoid increasingthecognitive loadthroughthemerein-
troductionof animationsin theuser's environment,andto
allow theuserto concentrateon theintrinsic dataandcom-
plexity of theproblemandalgorithmathand.Theconstraint
of avoiding unrelatedinformationandtasksareapplicable
both to the developmentof algorithmanimationtools and
to experimentaldesign. Ideally, an animationtool would
displaytheprocessesinsideacomputationvia graphicsthat
areself explanatoryandenabletheuserto connectdirectly
to the computation. The tool would also provide a sim-
ple customizationmechanismto avoid requiring the user
to mentallyextract the dataof interestfrom an inadequate
picture.An empiricalstudywould concentrateon reducing
eventrivial tasksnotrelatedto thealgorithmandonmaking
theinformationaccessibleat a glanceasto reducethedata
that the userfeels it needsto be remembered.Moreover,
the designof a studyshouldensurethat mostparticipants
go throughthesameamountof unrelatedtasks.

In summary, threedimensionalalgorithmanimationwas
found signi�cant for an accurateunderstandingof dis-
tributedcomputations.The methodologyof thestudyem-
phasizedthe reductionof cognitive load dueto the testing
environmentby ensuringthevisibility of all windows,limit-
ingunnecessaryinteractions,andintroducinganinitial sam-
ple task. Legendsattachedto the visualizationsmadeex-
plicit themappingbetweengraphicalelementsandaspects
of the algorithm. Uniformity of userexperiencewaspro-

motedthroughtheuseof pre-recordedexplanationsandthe
useof selectedprogramtraces.

Plannedfuturework includesperformingstudiesto iso-
late the factorsresponsiblefor thedifferencesbetweenthe
visualizationandnon-visualizationgroups,including:

� legendsv. no legends

� 2D v. 3D

� simplev. complex algorithms

� effectsof differentnavigationschemes

� attributesof algorithmanimationsthataffect theiruse-
fulness
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A. Appendix

A.1. Samplesof execute­typequestions

� Observe theprogramexecutionof ”Question8 Input”
(choosefrom the drop down list). At the end of it,
NodeB is waitingonwhichnodes?

Answers:(a) C; (b) C, D; (c) C, D, F; (d) noneof the
above.

� Observe the programexecution of ”Question 2 In-
put” (choosefrom the drop down list). At the endof
it, pleasetell which nodesare the participantsin the
taskfor which the terminationdetectionis beingper-
formed.

Answers:(a) A,B,C; (b) A,B,C; (c) A, B, C, D, F; (d)
B, C, D, F; (e)A, B, C, F.

A.2. Samplesof general­typequestions

� A network has� ve nodes.What would be the maxi-
mumcountvalueof a nodeif all nodescouldpartici-
patein the taskfor which the terminationdetectionis
performed?

Answers:(a)5; (b) 4; (c) 1; (d) noneof theabove.

� One interestingmodi�cation of the algorithm would
allow multiple tasksto be performedin the network
at the sametime, with the result that multiple virtual
treesexist simultaneuouslyin thenetwork. Eachnode
will beableto participatein morethanonetask. Ter-
minationdetectionis consideredto becorrectif a root
detectsthe terminationafter the taksinitiated by that
root is terminated,whenno nodeis working on that
taksanymore.Notethatnodesmaystill beworkingon
othertasks.

What modi�cation(s) to the terminationdetectional-
gorithmis (are)requiredto makethismultiple-taskter-
minationdetectionwork?

Answers:(a)having multipleparentsin eachnode;(b)
having multiple countsin eachnode;(c) having mul-
tiple parentsandcountsin eachnode;(d) noneof the
above.


