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ABSTRACT servers. With current technology, feasible system architectures in-
In surveillance applications there may be multiple time scales at clude initial automatic stages of object detec_tion and t_racking, fol-
which it is important to monitor a scene. This work develops on- lowed by a further human-ln-the-loop analysis .Of the video stream.
line, real-time algorithms that maintain background models simul- However, when a single operator is responsible for thousands of
taneously at many time scales. This creates a novel temporal de-t@meras instead of dozens, one cannot expect them to remember

composition of video sequence which can be used as a visualiza-/Mat the scene typically looks like or how it commonly varies. In-
tion tool for a human operator or an adaptive background model stead, it is necessary to provide additional support and visualization

for classical anomaly detection and tracking algorithms. This pa- tools fpr the operatqr to understand .the context of the scene. .This
per solves the design problem for choosing appropriate time scalesPapPer mtroc!uces_ a Il_ghtwelght, rea_ll_-tlme computation that prowdes
for the decomposition and derives the equations to approximately one such visualization t.OOL Addltlonally,_ the representatlon_ can
reconstruct the original video given only the temporal decompo- instead be used as a video pre-processing for other surveillance

sition. We present two applications that highlight the potential of glgorlthrgs—ogfermgblexplltt:)lt contr_c:jl ovgr both EOW '°T‘9 an gbr;
video processing; rst a visualization tool that summarizes recent JECt N€€ds to be visible to be considered more than noise, and how

video behavior for a human operator in a single image, and sec- long an object must be in the scene before being considered part of

ond a pre-processing tool to detect “left bags” in the challenging € Packground.

PETS 2006 dataset which includes many occlusions of the left bag The contribution of th_is paper is the development O.f real-time,
by pedestrians. constant-memory algorithms that use a small collection of low-

pass ltered versions of the video to provide effective video pre-
processing. We demonstrate the ef cacy of these tools in two ex-

Categones and SUbJeCt Descrlptors perimental paradigms; rst a traf c scene where the visualization
1.4.8 [Image Processing and Computer Visioh Scene Analysis; tools immediately present a view of how long each vehicle has been
1.2.10 [Arti cial Intelligence ]: Vision and Scene Understanding in the scene, and second, an experiment run on the PETS 2006

datasetin a challenging “left bag” detection problem.
General Terms

There has been relatively little work to explicitly include tempo-
Keywords ral Iters of varying extents within video surveillance applications.

The most recent work with temporal Iters has been in gesture and
action recognition; two examples are de ning a vector-valued im-
age summarizing recent motion at each pixel in order to recognize a
small library of actions [2] and the reverse problem of nding all in-
1. INTRODUCTION stances of a given action by searching for a speci ¢ spatio-temporal

Recently announced plans for security and surveillance involve template [3]. , , o
the use of hundreds to thousands of cameras along thousands of Within the surveillance domain, anomaly detection is usually
miles of outdoor, natural terrain. While some plans advocate putting Performed with reference to a background model. This backgroun
all this video data live on the Internet so that the general public can model may be based upon pixel intensity statistics, either a Gaus-
report potential intrusions [1], it is more likely that both computa- Sian mixture model [4], a non-parametric distribution [S], or a pre-
tional algorithms and trained human operators will be the key ob- dictive model for the time sequence [6]. Alternatively, the model
may be based on local estimates of the optic ow [7, 8], or paramet-
ric models of the distributions of spatio-temporal derivatives [9].
All of these background models allow for updating based on scene
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The current paper illustrates how to maintain a background modelReconstructing the signal reduces to determining when the pixel
simultaneously at multiple time scales. The general approach couldchanged, and the pixel intensity before and after the change, re-
apply to many of the above methods; in the following section we spectivelyf .1 andfy. ,. Estimating the reconstruction reduces to
develop tools to maintain a very simple background model, and il- determining these parameters at each pixel. With this signal model,
lustrate that the difference of background models with a particular Equation 2 can be simpli ed so thét (x;t) =
ratio of time scales is an ef cient tool (both theoretically and prac-

tically) to highlight many features of interest in video streams. -1 y Xt Clli)+ By

=1
3. TEMPORAL DECOMPOSITION ' X 1 Xt #
We create a multi-resolutional temporal decomposition of avideo = (1 i) RS PR ,t Mo + ifx1
sequence by ltering pixel intensity values. This view-based ap- i=1 j=rx
proach is particularly useful when the camera is static, as is often X 2 tY I #
the case in surveillance applications. The decomposition is con- = (1 ) i g+ i (Z”X)fx;z
structed by maintaining multiple exponentially-weighted moving 220 220

averages or, in other words, ltering the sequence with multiple

+ My
causal low-pass lters, each with different Itering constants. it

Given an image sequentéx; t), wherex is the pixel index and = 17'1 LMea(d Ty+ EIRES Y fx t H
t denotes time, we create a set of low-pass Itered sequédnces 1 i ’ ’
fLi;:::;Ln gde ned by the following recursive equation: + My
Lixst)= iLi(xt  1)+(1 (X t) (1) =fx2+(fx1 fx2) }ﬂ o (4)
fort > OandL;(x; 0) = By, an application dependent initializa- Given the known low-pass lter responsks(x;t) we seek the
tion constant (usually the median background intensity)at the parameterky; 1, fx. 2, andry for the piecewise-constrained re-
The ltering constant ; 2 [0; 1] determines the amount of the  sponsel’; (x; T) that most closely approximate the actual signal
current Imagel (X, t) to include inL; (X, t) The setL of low- responsesi (X, T) in the |eas’[_squares sense:
pass ltered images depends on the set of Iter constats
f 1;:::; ~g. Selection ofA depends on the video frame-rate N )
and temporal scales of interest. argmin LiexT) CiT)) ®)
As an alternative to Equation IL; can be written as the follow- R
ing linear equation: Reconstructing a signal from the temporal decomposition is in-
Xt structive but in practice performing the reconstruction is computa-
Li(xt)=(1 ) CIxj)+ 1By ) tionally intensive—requiring solving Equation 5 for each pixel. In
i=1 the next section we show a method for extracting useful informa-

) ] ) ) tion from L without this step.
This form ofL; is used as a basis for the image sequence recon-

struction process and subsequent methods.

In the remainder of this paper we explore applications of this 5. CHANGE DETECTION WITHOUT RE-
temporal decomposition. Note that while descriptions are in terms CONSTRUCTION
of a temporal decomposition of pixel intensity values itis possible  petermining when the most recent change occurred in a video,

to decompose other signals generated from video sequérEes,  hich we de ne as determining in Equation 4 for all pixels, is
binary foreground-background detection sequence. useful for many applications. However, the computationally inten-

sive signal reconstruction step described in Section 4 is unneces-
4. SIGNAL RECONSTRUCTION sary when an exact estimate iof is not needed. In this section

Given asetoN exponentially-weighted moving average images W€ describe a lter, based on a combination of two low-pass  lter
it is possible to reconstruct the original video exactly by inverting €SPonses, and a corresponding approximation that is signi cantly
Equation 2 (if the original video i8l or fewer frames). This is of €SS computationally intensive.
little practical value because memory use is unbounded. However, Ve de ne the difference of low-pass Itédy; (x;t) = Li(x;t)
given additional constraints on the form of the signal, it is possible Li (X;t) which, if we assume a two-piece piecewise constant sig-
to approximately reconstruct signi cantly more frames with con- N&l, ¢an be simpli ed as follows:
stant memory. In this section we describe one such constraint that iy t) = ] ] t+1 v t+l oy,

) . ; Dij (6t)=(fx1 fx2)( i ): (6)
provides an estimate of when a pixel most recently changed and
provides intuition for the less computationally intensive method de- We now explore properties of this Iter when applied to piecewise
scribed in Section 5. constant signals.

In this section we constrain the reconstructed signal at each pixel . .
to be piecewise constant with only two pieces. While nota practical 9.1 ~ Estimating Recent Changes
model over long durations it is useful for modeling short-term im- Figure 1 shows the responses of a set of difference of low-pass

age change=(g. a person or vehicle occluding the background). Iters, with ; and ; set to consecutive elements Af = 1
Speci cally, we make the assumption that the signal ateach pixel e ;e 2;:::;e N | to a unit step function input. Each function
has the following form: Dii +1 is maximal over a continuous temporal region. The insight
) is that nd the maximalDi; +1 response indicates when the step
L(x;t) = fr ift<ry 3) ocurred. Note that this structure is also evident in the responses to

fwo it 1y’ real signals that are not perfect unit step functions, see Figure 4.
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Figure 1: Difference of low-pass Iter response to a unit step

function input (rx = 0). In this example, the Iter con- Figure 2: Responses of a set of lters automatically derived
stants are logarithmically-spaced,i.e. A = f 1;:::; ng = to detect pixels that changed between 250 and 500 frames ago
1 e e %iie N (a) Notice that a given difference (gray region). Both plot show responses to a unit step function
of low-pass lter response is the maximum response for a con- input at t = 0. (a) The responses (red and blue) by the two
tinuous temporal interval. The particular response that is the low-pass Iters. The region between the two vertical line corre-

maximum (or exceeds a threshold) can be used as an estimate sponds to the temporal region of interest. (b) Shows the differ
of when the input step occurred. (b) A view of the thresholded ence of the two low-pass lters in (a). As desired, the threshold
response in which each row corresponds to a line in (a). In (green) is exceeded only wheR50< t < 500.
this example the same constant threshold was used for each re-
sponse.
is presented is “How long has that object been there?”. This sec-
tion highlights how tools to answer this question directly can be

In Section 5.2 we show the inverse of this operation. Instead gerived using only the temporal decomposition (and not, for exam-
of determining temporal intervals from known lter constant and e, rewinding or reviewing the entire video).

threshold values we show how to design these values given known e consider two different cases. The rst is the visualization
temporal intervals of interest. of the history of an entire scene that using colors or multiple im-
S : : age to indicate how long each part of the scene has been constant.

5.2 DESIQnIng Fllterlng Constants The second is the local analysis of a single pixel location in an in-

In some applications the rangemf values of interest is known  qgoor train station scene which is part of the PETS 2006 “left bag”
at deployment time. In such cases the approximation inherent with gata set. a scene with multiple time scales—moving vehicles, ve-
a generic set of Itering constants can be avoided by desigAing  hjcles that have stopped momentarily, vehicles that are waiting at a
for the speci ¢ application requirements. Using this method tem- jight, and vehicles that have parked. The ability to evaluate poten-
poral accuracy is improved without additional runtime cost. tial threats within a scene may require such knowledge of the status

More precisely we want to determine, 2, andc such that of each car. Maintaining the temporal video decomposition allows
¢ <Dap(x;t)whent; t ty(see Figure 2). Thisyields the  this to be computed on demand, in real-time.

following equations: As an illustration, using video from a static camera mounted far
f f ty+1 t1+ly _ 7 above an intersection, we create Itered images that separates ob-
(fx1 fx2)( g itt)=¢ (7) : hat h b ic f | ime f h h
et b jects that have been static for a long time from those that are mov-
(fx1 fx2)( iZ)=¢ (8) ing. We maintain 4 background models using low-pass Iters with

alphavaluesA = 1; »;:::; 4=1 e e 3ebe”’

Figure 3(a) shows three frames of the input sequence, and Fig-
ure 3(b) shows the decomposition of each frame—with the differ-
ent ltered images stacked as a column. These Itered images are
created by compositing a background image with information ex-
tracted from a set of three difference of low-pass Itered images
(D1:2; D2:3,andD3s.4). Forillustration purposes, we de ne a back-
ground image as the average of all images in the sequence (al-
though in a continuously operating online system, we could use the
imagelL 4 or the low-pass ltered image with the largest ltering
constant). Pixel values that differ from background by more than
25 gray values are considered to be foreground. At each frame,
each foreground pixel has a largest response in one of the three
difference image; that foreground pixel is drawn onto the corre-
sponding Itered image. In the rst column, the scene is new, each
pixel location just changed from the background, and all objects
are therefore drawn on the top image. In the second column, cor-
responding to frame 60, the bus and opposite cars are shown at the
6. SAMPLE APPLICATIONS second timescale, while the moving cars show up at the shortest

Security personnel are often tasked with monitoring multiple time scale. Finally, in the third column, the bus and cars have still
video streams. A key question that arises when a new video streamnot moved, and are drawn in the ltered image corresponding to

To nd a unigue solution we need an additional constraint. Em-
pirically we nd choosing ; suchthat 1(x;t2) =0:99 fy.» (i.e.
constraining the intersection of the red curve with the right-most
dashed line in Figure 2.(a)) leads to nearly maximal differences be-
tweenD 1., andc over the rangdt;;t2]. We plan to explore the
effect of changindg on the robustness to noise in future work.

Using 1 we can solve numerically to nd the non-trivial value
of > (the trivial solutionis > = 1). With 1 and » we can di-
rectly compute the speci c value afneeded to properly threshold
the signal.

Note that Iters are designed fdr.1 = 0 andfy, = 1. At
runtime, the threshold foD;; needs to be rescaled according to
the actual signal. As an approximation, we use the exponentially
weighted-moving average with the largest ltering constant to es-
timatef .1 and exponentially weighted-moving average with the
smallest Itering constant to estimate. ».
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(c) False-color frames

Figure 3: Examples of video frames Itered by thresholding difference of low-pass Iter responses at each pixel. (a) Three frames
from a video of an intersection. The bus and the cars across the iatsection have just arrived and do not move for the duration of he
video but other traf c continues to move. (b) The rows corresmnd to difference of low-pass Iters tuned to detect different emporal
ranges with lower rows detecting longer temporal ranges. The colans are the image generated for the above original frame. As can
be seen, the images of the stationary bus and cars move from theost to the least recent time scale image as time progresses but the
non-stationary vehicles remain in the most recent time scale image.
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Figure 4: An example of reconstruction and change estimation on i@ video data. (a,b,c) Three example frames from a video in
which a suitcase is left in front of a train. (d) The pixel intensity value over time of the pixel highlighted in (a,b,c). Notice the

signal is noisy and the package is occluded several time by pedestim(e.g. ¢). The reconstruction (green) is computed from the

exponentially-weighted moving averages at the end of the video draccurately highlights the time the bag was left. This is because
the difference of low-pass lter responses over time (e) have th&tructure expected from Figure 1.



