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Abstract

Radiation-induced lung injury, radiation pneumonitis JRIB a potentially fatal sidefBect of thoracic radiation therapy. In this
work, using an ensemble of support vector machines (SVMs}uwild a binary RP risk model from clinical and dosimetricgra-
eters. Patierifreatment data is partitioned into balanced subsets teptewodel bias. Forward feature selection, maximizing the
area under the curve (AUC) for a cross-validated receiverating characteristic (ROC) curve, is performed on eabbkest.l Model
parameter selection and construction occurs concurrgidlglternating SVM and gradient descent steps to minimstenated
generalization error. We show that an ensemble classifirawnean fusion function, 5 component SVMs, and limit of Sdeas

per classifier exhibits a mean AUC of 0.818 — an improvemeet previous SVM models of RP risk.
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1. Introduction Modeling radiation pneumonitis is a particularly challerg
problem because existing data is under-sampled — the ritio o

Radiation Pneumonitis (RP) is a potentially fatal inflamma-variable factors to the number of patients is large — and un-
tion of the lungs that can occur as a result of thoracic radiabalanced. Recently, the academic and medical community has
tion therapy (See Figure 1). Symptoms ranging from cougtf€en an increased interest in applying machine learning tec
and fever to acute respiratory distress presentthemselttgs ~ Niques to predicting radiation pneumonitis risk. In par,
six months of therapy. Because of the wide range of seveSupportvector machines (SVMs), which have been succégsful
ity, institutions develop grading scales to characteribation ~ Used in domains ranging from cancer classification [20, 48] t
pneumonitis events. Washington University’s scale is shiow  image retrieval [34, 41], are now being applied to the RP mod-
Table 1. eling problem with promising results [10, 30].

Numerous factors have been identified as contributing to ra- [N this paper, we introduce three innovations for modeling
diation pneumonitis risk. Factors shown to be correlateti wi Pinary RP risk with support vector machines: (1) Utilizing a
RP include treatment factors such as equivalent uniforne dosensemble of SVMs to address data imbalance and boost per-
[13, 10] and dose location [24, 40, 35] as well as clinicatdes formance (2) Feature scalln'g during model'bulldmg to campl
like gender [13, 32]. Many of the factors individually cdeted ~ Ment forward feature selection (3) Performing parametecse
with RP are highly intercorrelated [24]. Therefore, attésrip tion concurrently ywth model building. We showithat our mbde
construct parsimonious models of radiation pneumonifii-ty Outperforms previous SVM models by comparing the area un-
cally argue for a small subset of factors. For example, Dak et der the cross-validated receiver operating characteistives

identify chemotherapy, equivalent uniform dose, gended a (ROC). ) . ) )
squamous cell histology as significant [13]. In the next section, we provide a brief explanation of suppor

vector machine classification. In Section 3, recent relbted
ature and models are discussed. Then, in Section 4, we blescri
a novel SVM approach for modeling RP risk. In Section 5, we
evaluate the model in relation to previous models. Finaliy,
offer concluding remarks in Section 6.

2. Background information

In this section, a brief background of classification meth-
Figure 1: CT scan showing radiation-induced inflammatiothiaa right lung ~ 0ds is presented. The section first formalizes binary dlassi
(left in the picture) [25]. cation and support vector machine training. Feature setect
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Washington University Lung Toxicity Criteria

Grade Definition
1 Mild symptoms of dry cough or dyspnea on exertion not réngiclinical in-

tervention or radiographic evidence of pneumonitis withaimical symptoms
2 Steroids given for clinically significant pulmonary syrapts
3 Hospitalization for symptoms of dyspnea requiring sufipercare (oxygen)
4 Severe respiratory infliciencycontinuous oxygen or assisted ventilation
5 Fatal

Table 1: Radiation pneumonitis grade definition from [24]
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Figure 2: SVM classification. Left: Two classes of instand@ght: Instances l b

in the implicit space, separated by the maximum-margin iptpee; the dashed subject to:
lines denote the margin.
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and methods for model evaluation are then discussed. Z @iyl

2.1. Binary classification

The goal of binary classification is to construct a map-The corresponding decision function is given by:
ping functionf : R" — {-1,1} that maps an input vec-
tor to a label. In supervised learning, a set of input-label f(x) = ZaiyiK(Xi,X) +b. (4)
pairs{(x1, Y1), -, (X, V)}, is used to train the classifier. The i
trained model should minimize model error when applied to fu  For non-separable datasets, a complexity constant can be in
ture data. troduced to permit training error. This is the classsofft-
margin SVMs. Though the complexity parameter is often in-
2.2. Support vector machines troduced into the model as a constraint on the Lagrangian mul
Support vector machines (SVMs) are a class of statisticdipliers in Equation 3, we instead choose to extend the kasie
learning methods that permit input data to be implicitly peg  in [8, 38]:
into higher, possibly infinite, dimensional spaces. Eadepo

tial mappingg : R" — H produces a dierent SVM. Instead of K« K+ lI . (5)
explicitly mapping the input using, however, a kernel function . . _C
K : R"x R" — R defining the inner product it implicitly In practice, given a complexity parameter and a kernel, the
maps the data. One popular kernel is the Gaussian radial bas?VM is trained using an algorithm such as sequential mini-
function (RBF): mal optimization [31]. The proper complexity and kernel pa-
rameters are chosen by a naive enumeration over the paramete
(% = Yi)? space, retraining the model each time. Chapelle et al., henve
Ko(x.y) = exp| - Z 202 ) (1) offer an alternative method for selecting parameters in which
I

alternating SVM training and gradient descent steps are tase
wherec is a vector of scaling factors. minimize the estimated generalization error [8].

The SVM training process finds the maximum-margin hy-
perplane separating the classes in the implicit space I&igu 2.3. Feature selection
2). Training results in a binary decision function of thenfor As the number of features in the input increases relativiedo t
f(xX) = (W) - ¢(x) + b. For separable data, the SVM training number of significant features, models take longer to canstr

problem is the following optimization problem: and also become less optimal (the curse of dimensionalityg.
goal of feature selection is to pick a subset of features thath
min }WTW (2)  the expected generalization error is minimized.
wb 2 Let 0 € {0, 1}" be a feature selection vector providing a pre-
subject to: processing of the dat&x — (x = 6) andr : {0,1}" — R be



the expected generalization error when using preproggssin 3. Related work
The feature selection problem can then be expressed fgrmall
as [38]: Hope et al. construct a logistic regression model for raafiat
pneumonitis risk in patients undergoing radiation therégy
6) non-small-cell lung cancer. Features are selected vistitat
bootstrapping. The resulting model is evaluated by firstioig
Since an exhaustive search of tHepdssible subsets is gen- the instances according to predicted risk and then comparin
erally intractable, other approaches are used. the predicted and the actual RP incidence within the bin.[24]
Gayou et al. instead use a genetic algorithm to select fesitur
for the logistic regression. The algorithm’s fitness fuowtis
2.4. Statistical model evaluation based on the model's predictive ability and on the statissig-

Model woically tested lidati ¢ t of d tnificanceoftheconstituentfeatures,the latter beinguitet! to
odels are lypically tested on a vaiidation set, a Set of daldy oot over-fitting. The choice of fitness function as atiingj

that is nﬁt used V\T.en CodnSt.rUC;'ln% the rrlwcjiel. Wgentda]:tzl It ctor of the model’s actual performance is emphasized [19]
scarce, NOWever, 1t 1s undesirable 1o excilde a subset @l dal cpep et al. use a binary-outcome SVM model with an RBF

from training. Therefore, cross-validation is used. Inssro kernel for predicting clinically significant RP events (@es2+

validation, the available data is split into mutually e)stie neumonitis). The dataset was constructed from a study of

subsets. Each subset is used as a validation set one time WhQSS patients receiving three-dimensional conformal rtio

the model is constructed using the remaining subsets. Fhe r%py. Feature selection is performed based on improvement to

sults are then compiled to estimate the model's performanc?he area under a cross-validated ROC curve. A model buitt fro
When data is particularly scarce, leave-one-out (LOO)<ros

. A [l variablesii iaR lysis t | witly onl
validation is used. In LOO, each input-label pad, §;) is used all variables is compared via ROC analysis to a model withy on

lidati ¢ " hile th del s traind dosimetric variables. For 10-fold cross-validated tegtithe
iseao\t/r?e;rza;ct)ar\] set exactly once while the model is trainéuus areas under the ROC curves are 0.71 for the dosimetric model

) ) . and 0.76 for the full model [10]. Das et al. extend this work by

_Givena setof input-label paifgxs, ya), .-+, (X1, W)}, the sen- i, 1 ing the SVM model in an ensemble of classifiers that in-
sitivity and specificity of a binary classifier are: clude a feed-forward neural network [12], a decision tre,[1
and a self-organizing map [11]. The cross-folded binaryltes

arg miryeqo,107(6) .

sensitivity = TP (7)  of the classifiers are averaged to produce a real-valueesisk
TP+FN timate. An AUC of 0.79 is found for the combination of 100
cross-validated predictions from each of the models [13].
oo TN Using the same patient population, Dehing-Oberije et al.
specificity= , (8) ) . . - ] . ;
TN+ FP build uni- and multi- variate models with SVMs. Uni-variate

models are built usiny,o — the volume of the lung receiving
at least 20 Gy — and the mean dose to the lung (MLD). The

false positives, true negatives, and false negativeseotisply. . .
Thtfreceiver o] eratig characteristic (ROg(]Z) curf/ee is :q);lot models are evaluated using LOO AUC. The highest AUC, 0.62,
P g is achieved by the multi-variate model. Théfdience in AUC

sensitivity against (1 - specificity) for varying decisiamttion . : . S
thresholds. The area under the ROC curve, the AUC, is used ffl%og '[\11:] :eat‘t;'bgrseg :z:fg\r/?\?g?s Icno:'lscti:itclﬁg g%s;s [nlw?)]del of
a single-variable metric of model performance. An AUC of 0.5 Naqa L : X y

o RP risk using dosimetric and non-dose variables. The perfor
corresponds to the performance of a random classifier. If the

. i . . mance of features selected using logistic regression are co
decision function scores are sorted in ascending ordeAUIe ared to those chosen b recu?siveg featuréJ elimination (see
can be estimated using: P y

[20]). The SVM built with features from the logistic model
So - No(No + 1)/2 is shown to outperform those chosen by SVM-RFE — an MCC
(9) of 0.34 compared to 0.22. The model MCC of 0.34 constitutes
a 46% improvement over the previous logistic model [30].
whereny is the number of positive instances, is the number The idea of aggregating the output of classifiers trained on
of negative instances, arg} is the rank sum of the positive sampled data can be traced back to Breiman’'s work in 1996

whereTP, FP, TN andFN are the number of true positives,

A=
NoNy

instances [22]. [3]; Breiman’s “bagging” method is now standard fare in data
Another single-value measure of model performance is thhining textbooks [21]. However, performancéférences aris-
Matthews correlation cdicient (MCC): ing from implementation and domain variations warrant appl

cation specific studies.
For example, Tao et al. apply an ensemble SVM to the prob-
MCC = TPXTN-FPxFN lem of image retrieval. Since the image retrieval domaio als
VTP+FP)(TP+FN)(TN+ FP)(TN+FN) deals with unbalanced data, they employ a method similar to
(10)  the one we present in Section 4.2 to produce balanced train-
An MCC of +1.0 corresponds to a perfect classifier, while aning data for the component classifiers. Th&atence is that
MCC of 0.0 corresponds to a random classifier. their method selects negative instances via sampling weih r




SVM Partition: 1 2 3
................. A
Over-represented data is sampled
SVM +1 i :
i
X i
SsVm i e e
i
1
i
i

Under-represented data is copied
Unbalanced Data . . .

Figure 3: SVM ensemble. Decision function scores from ea¢hl &re com-

bined using fusion functiol.
Figure 4: The data balancing process. The over-represefattedis sampled
according to a random permutation.

placement while ours draws the negative instances from-a ran
dom permutation. In addition, instead of performing featur o
selection, they build component classifiers with randoratps e Dx [heart, lung]: minimum dose to X% volume of the
pled feature sets [33]. While this approach addresses tierun heart or lung, respectively

sampling problem, it is of limited use in domains (such as RP)
where is useful to identify a core set of important featuiss.

et al. combine these methods with cotraining to better nfreet t
relevance feedback paradigm common in image retrieval [27]
Other areas in which SVM ensembles have been applied in-
clude face detection [4] and cancer recognition [36].

Selecting training subsets in the presence of unbalandad daA
is afield in its own right [26, 9, 1, 2, 33]. Using the trainingxs
sets in an ensemble learner can provide many new challeng
and opportunities. For instance, Hido and Kashima recentl
suggested under-sampling with a negative binomial digtiob
to produce roughly balanced subsets for training an engembl
The method may be more robust than those that rely on equal§-2- Ensemble classifier
balanced subsets [23].

e Vx [heart, lung]: volume of the hediting receiving at
least X Gy dose

e MOHYx [heart, lung]: mean of the hottest dose for X% of
the heanung.

Monte Carlo-based method was used to correct dose hetero-
eneity éfect [15]. Features selected by the ensemble SVM
odel will be discussed in more detail in Section 5. We scale

¥ach feature to the range [0,1].

Since only 23% of the patients developed significant RP,
naively training a classifier on the full dataset results ibi-a
4. Radiation pneumonitis risk model ased classifier — in the extreme case, the classifier willigired

that no new instances will exhibit RP.

In this section, we present the construction of our binafy ra 1o address the issue of unbalanced data, we partitioned the
diation pneumonitis model. The output of a collection of SYM  gata into a collection of balanced subsets. Each part densis
(Figure 3) is synthesized to produce a single decision fanct  of gl the positive RP instances and an equal number of in-

o stances drawn from a random permutation of the negative in-
4.1. Data description stances (shown in Figure 4). See Algorithm 1.

The dataset consists of 209 patients treated with radifdion A classifier is built for each subset of the data, as described
non-small-cell lung cancer between 1991 and 2001. WUSTlin Sections 4.3 and 4.4. The decision function for the enéemb
Grade 2 and RTOG Grade 8 RP events were considered classifier is given by:
significant for data labeling. Of the 209 patients, 48 (23%)
exhibited 'cI|n|caIIy 'S|.gn|f|cant radiation pneumonms.ee\.ls. f(X) = ¥ (f2(X), -, fe(X) (11)
The data include clinical, treatment, and location vagabh-
cluding, but not limited to: age, gender, performance statu where fi(x) is the decision function for classifierand ¥ :
smoking, treatment time, concurrent chemotherapy, andtum R¢ — R is a fusion function. We calculate results for using
position. Some features, such as performance status —the geéoth the mean and the median function r The median
eral health of the patient — were determined by the patient'ss equivalent to a majority-vote when using an odd number of
physician. Tumor position is recorded using a series of-variclassifiers. It is possible to fuse the classifiers using a-par
ables including lateral position (COMLAT), superior-infir ~ metric scheme such as Adaboost [17], however, the thealetic
position (COMSI), and anterior-posterior position (COMAP and practical grounding for applying these methods to S\AVIs i
In addition, a series of dosimetric variables are also etlin  still unclear [39, 28]. Therefore, we opt to use non-paraitiet
the data: fusion in this research.



4.3. SVM training and parameter selection Input: Positive instances, negative instances, number of

partitions
The model paramete® and RBF kernel width are not pre-  Qutput: Balanced partitions

selected. Instead, these parameters are selected at Siividra P = set of positive input-label pairs

time using Chapelle et al.'s algorithm (a MATLAB implemen- |p| = number of positive instances

tation can be found at Olivier Chappelle’s website)[8]. Ehe NegPerm= RandomPermutation(negative instances)
gorithm alternates between SVM training and gradient dg@sce  foreach Partition X do

steps to minimize expected generalization error. We usalthe N = the nex{P| elements oNegPermre-permuting if
gorithm to minimize the expected LOO error based on the span necessary

of the support vectors [7, 37]. The sp8p of support vectok, X=PUN

is the minimum distance betwee(x,) and the set end

Algorithm 1: Creating balanced data partitions
{ D Agla), D Ai = 1} : (12)

ipa i#p 5. Experimental resultsand discussion
for ¥ A = 1 ande® are the values chosen by training the SVM  Decision function scores for the ensemble are calculated us
in the dual. ing LOO cross-validation on the dataset. If an instance was
Assuming the set of support vectors remains constant duringsed to build a particular classifier, that SVM is rebuiltivaitit
LOO, the number of errors is: the instance (including reselecting model parameZeaado).
The scores are used to calculate the ROC curve and the AUC.
14 Unlike during feature selection, the AUC is found via trape-
T= T Z)(((Z%Sé -1), (13)  zoidal integration of the ROC. Models were created by using a
p=1 ensemble of 3, 5, or 7 classifiers and by limiting each classifi
to 3, 5, or 7 features. We will refer to the ensemble classifier

wherel is the number of training instances, and with i classifiers and maximum features as thgj classifier.

, Five trials were performed for each ensemble classifier.
(% 1, x> 0' ) The mean fusion function outperformed the median function
0, otherwise for 78% of the ensemble trials (with a mearitfeience to the

AUC of 0.012). Therefore, we will only discuss classifiers us
We use the algorithm to select a scaling facterfor each  ing a mean to create fusion henceforth.
feature in the RBF kernel instead of selecting a single Kerne The minmearimax results are shown for thg3tand ¥5 clas-
width (see Equation 1). sifiers with a mean fusion function in Figure 5. The best mean
AUC for a */3 classifier of 0.802 was obtained when 5 classi-
fiers were used in the ensemble. The best fofsactassifier,
0.818, was also obtained when 5 classifiers were used. For the
Feature selection is performed for each classifier in the en-/7 ¢&se (not shown), the best mean, 0.815, occurred when 7
semble. As in [10], features are forward-selected by addinglassifiers were used.
or substituting features that increase the 10-fold credislated e will use the mean/5 classifier results to evaluate our
AUC (on only the input-label pairs in the subset). New feasur Method in the context of previous work. ThgsSnodel pro-
are added or randomly substituted into the model until th€AU Vides a better AUC mean and range when compared to/e

is no longer improved. The AUC is estimated using Equatiorf!ass (see Figure 5). Th¢model uses more features, how-
9. Forward selection is utilized for two reasons: ever, and thus may be less parsimonious. Compared tg'the *

class, the B results in a larger AUC while also using fewer
1. The features have previously been shown to be highljeatures.
intercorrelated [24], making accurate backward selection The features chosen by a nearly averags Blassifier

4.4. Feature selection

difficult. (AUC=0.814) are shown in Table 2. This set of selected
2. The existing body of literature suggests that RP can béeatures includes tumor location features (COMLAT, COMSI,
modeled with relatively few features. COMAP), performance status, and dosimetric paramef&gs (

for heart and lungMOHx for heart and lung). As the dosimet-
It should be noted that each time a model is built and evaduateric variables -Dy in particular — have previously been shown to
for a subset of features, paramet&sando are re-selected. be intercorrelated [24], it may be possible to further corsde
This differs from previous work, in which final model and ker- the feature space without significantly harming model perfo
nel parameters are selected prior to feature selectionntMei  mance.
duce an explicit cap for the number of features in an individ- The 55 ensemble classifier for binary RP prediction com-
ual classifier in order to support the parsimony of the ensemb pares favorably to the work by Chen et. al that finds an AUC of
classifier. 0.76. The results are not directly comparable, howevetyfor



Features Selected by an Averags Blodel Maximum of 3 Features per Classifier
COS Heart Z (.5815) Performance Status (.25Pp7) 085
Dgo Lung MC (.1705) COMLAT (.0726) ]
MOHgo Lung MC (.4783) COMAP (.2806) 080 ‘

COMSI (.2465) Performance Status (.2445) ‘
Performance Status (.2815)MOHs Heart MC (.2147) 075
3 | MOHgs Lung MC (.1588)  Dgs Lung MC (.1456)
Ds Lung MC (.1361) 0707
4 MOH; o Heart MC (.3935) D75 Lung MC (.3549)

Performance Status (.1906) 851
5 | Dg4s Lung MC (.3476) MOHs Heart MC (.2728)

AUC

0.60
1 3 5 7 |

Table 2: Features selected by /& Blassifier with near-average performance. Mean AUC 0.681 0.772 0.802 0.798 |
For classifiers with less than 5 features, the cross-valitatJC could not be - »
increased by a round of substitution or addition of anotleature. Scaling Maximum of 5 Features per Classifier
factors are shown in parenthesis. The corresponding RO@sare shown in
Figure 6. ] [

0.0 1

0.75

reasons: (1) we calculated the AUC using LOO whereas Chen
et. al use 10-fold cross-validation; (2) our dataset isrietet]

to patients undergoing treatment for non-small-cell luagaer

as opposed to general lung cancer patients.

It should be noted that the component classifiers in this work
typically underperform the resulting single SVM classifier 0. 0
Chen et al.'s work. This can be explained by the data pantitio
ing process in which only 28.2% of the RP-negative instances
are _Ir,]CIL,jded_ a§ training data for each F:Iassnﬂer. ,Thoth thgigure 5: The mean AUC (across 5 trials) vs. the number ofsiflass in
partitioning limits the performance of a single classifieg,be-  the ensemble. The end points of the vertical bars denote thénmm and
lieve it is important in the creation of synergies during rabbd minimum AUCs. Top: Each classifier is limited to 3 featureottBm: Each
fusion (model biases complement each other). Figure 6 shovggssifier is limited to 5 features.
the ROC of the near-averagginodel and its component clas-

sifiers. plays in model performance, we tested the performance of a

This type of synergy is also described in Das et al’s works/5 classifier with training subsets randomly drawn from the
on combining multiple classification methods for predigtiP  complete dataset with replacement. Across 5 trials, thenmea
[13]. Using 100 cross-validated predictions from eachemll | 00 AUC is 0.73 (with a minimum and maximum of 0.69 and
tion of classifier (an SVM, an NN, an SOM, and a decision tree). 77, respectively). The mean MCC was 0.20. The inferior
results in an AUC of 0.79. As with Chen et al’s work in [10], AUC and MCC suggest that data balancing is an integral part
the results aren't directly comparable since the patieptf@  of the presented ensemble method.
tions and the method of calculating AUCHi@ir. But, a cou- Parameter selection during model building is not free — the
ple insights can sill be made: (1) our model produces a similaaverage feature selection time for a component classifigravi
performance using only a single type of classifier (2) ensemmaximum of 3, 5, and 7 features is 36.0, 57.6, and 45.8 minutes
ble/fusion classification is a promising way to take advantaggespectively (across 100 trials on Intel Core 2 Q6600 2.4 GHz
of classifier bias. machines with 2GB memory). The seemingly anomalgs *

The average /5 classifier also outperforms El Naga et al.’s and *7 running times result from the maximum feature con-
classifier in [30]. The LOO Matthews correlation ¢beientin  straint being not binding for all SVMs. For comparison, the
El Naga’s work is 0.34. The/5 classifier ensemble has a meanstandard grid search LIBSVM [5] approach takes approxi-
LOO MCC of 0.497 across the five trials. It should be noted,mately a minute for component feature selection (for a maxi-
however, that the dataset used by El Naga et al. does notieiclu mum of 3, 5, and 7 features). The increased running times are
dosimetric variables for the heart. Therefore, for comgmarj  still practical, however, since: (1) feature selection éom-
we tested the /5 classifier on the same data used in EI Naga'sponent classifiers is trivially parallelizable and (2) thaining
work. Across 10 LOO trials, an average MCC of 0.37 was ob+time is short relative to the length of potential clinicatus
tained. For both data sets, the decision function threstentd Overall, the method performs favorably when compared to
be tweaked to obtain yet a higher MCC. By transitivity, the en previous SVM methods. Using the same base feature selection
semble also compares favorably to the model in [24], which Emethodology as in [10], creating an ensemble of SVMs, using
Naga’'s method outperforms by 46% (measured using MCC). gradient selection to perform parameter selection, anchiper

To investigate the role that the balanced partitioning sehe ting each feature to be scaled individually has resulteddara

6

AUC

0.70 -

1 3 5 7 |
[MeanAUC  0.70 079 0.1 0.09 |




formance increase. Thoughitis clear that model fusionmebe
ficial, the individual éfects of the gradient selection and feature
scaling are not clear. It will be important to isolate thefe e
fects in the future. It would also be interesting to see fiieots

of using our improved SVM model as part of a multi-classifier
ensemble, such as the one presented in [13].

(15]
(16]

[17]
6. Conclusion

We have presented an SVM model of binary radiation pneult€]
monitis risk with 3 innovations over previous models:

1. Utilizing an ensemble of SVMs to address data imbalance
and to boost performance 19

2. Feature scaling during model building to complement for-
ward feature selection [20]

3. Performing parameter selection concurrently with model
building [21]

Using our methodology, we produced a set of models with
varying numbers of classifiers and a maximum number of fe
tures per classifier. From these models, the ensemble with 5
component classifiers, with a maximum of 5 features each, is
selected with an average leave-one-out AUC of 0.818. w3l
showed that the average model of this type outperforms preoy
vious SVM and logistic models.
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